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Notation
w.l.o.g.
RHS/LHS
a.e.
i
g = O(f )
1A

without loss of generality
right / left hand side
almost every(where) in the
√ sense of the Lebesque measure
the imaginary unit, i = −1
the Landau symbol, there is K ∈ R s.t. g ≤ Kf
indicator function of the set A, 1A (z) = 1 ∀z ∈ A, 1A (z) = 0 else

Sets
N
Z
R+
R+
0
C
Γ

the natural numbers
the integers
the strictly positive real numbers
the non-negative real numbers
the complex numbers
a countable index set

Spaces
L2 (R)

l2 (Γ)

CL
span A

the Hilbert-space (of k · k2 -equivalence classes) of complex square
integrable functions
R on the real line, equipped with the inner
product hf, gi = R f (t)g(t)dt where the latter is interpreted as
Lebesque-integral
the Hilbert space of complex square summable sequences over over
an
P arbitrary index set Γ, equipped with inner product ha, bi =
γ∈Γ a[γ]b[γ]
the discrete finite-dimensional Hilbert-space
PL−1 of dimension L ∈ N,
equipped with inner product ha, bi = n=0 a[n]b[n]
the space spanned by the elements of A

Operators and Functionals
|z|
z
A
#A
F
F −1
k · k2
w-lim
kern(G)

the absolute value of c ∈ C
the complex conjugate of z ∈ C
the closure of the set A
the cardinality of the set A
the Fourier transform
the inverse Fourier transform
the
p euclidean norm, also abbreviated by k · k, derived by kf k2 =
hf, f i, with the respective underlying scalar product of the space
the weak limit
the kernel of the operator G
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1

INTRODUCTION

Introduction

Over the last two decades, sparsity has become a forceful paradigm in mathematical
signal processing. In this field, signals are usually considered via their expansions as
linear combinations of basis functions. The basic idea of sparsity then is to represent
a signal with as few non-zero coefficients as possible. The quality of such sparse
representations is often enhanced when redundant sets of expansion functions are
used. The formal concept behind redundant signal expansions is that of frames. A
frame can be considered as a generalized basis as it allows for redundant, i.e. nonunique but energy-preserving expansion. Ideally, a frame, in non-technical jargon
also called dictionary, should be well adapted to the signal class under investigation.
Different collections of windowed Fourier or cosine bases have proven to be well
adapted for most audio signals of relevance for humans, in particular speech and
music. Furthermore, they are easy to interpret as they reflect physical reality by
expanding a signal with respect to the dimensions of time and frequency (and phase).
There is a current rush towards additional adaptation of the dictionary, as most
prominently done in the novel field of dictionary learning. However, this aspect will
not be studied in this work, here the focus will be rather to seek for sparse coefficients
with respect to a fixed dictionary.
A central role in the mathematical modeling of sparsity plays the `1 -norm. The
norm can be considered as a convex relaxation of the `0 -(quasi)-norm (which measures the support-size of a set of coefficients). By regularizing the inverse problem
y = Φc (y denoting the observed signal, Φ the linear operator corresponding to the
frame and c the coefficients) via the `1 -norm, sparse expansion coefficients are obtained while keeping the problem convex. The `1 -approach was introduced by Chen
et al. [1998] in signal processing and and Tibshirani [1996] in statistics. Daubechies,
Defrise and de Mol proved in 2004 that a soft-thresholded Landweber-type iteration
converges to the solution of the `1 -problem in the general frame case [Daubechies
et al., 2004]. Later, it was shown by Donoho [2006] that solutions of `1 -regularized
inverse problems are in many cases even optimally sparse, i.e. in the sense of the
`0 -norm. Inspired by these perspectives, fast iterative algorithms have been proposed
as for instance by Beck and Teboulle [2009].
Recently, a growing body of research has focussed on extending the existing sparsity paradigms: the goal is to better account for the inner structure of most signals,
leading to approaches of structured sparsity. In the audio-context, structure is often
interpreted in the sense of temporal and spectral persistence. In fact, a consequence
of basic acoustic laws concerning resonant systems and impact sounds is that large
classes of audio components are either sparse in frequency and persistent in time or
sparse in time and persistent in frequency. Aiming at a better mathematical model
of these dependencies, Kowalski and Torresani [2008a] extended the `1 -approach to
mixed norms and additional neighborhood-weighting. Solutions to mixed-norm regularized inverse problems are then shown by Kowalski [2009a] to be obtained by
generalized classes of soft-thresholding operators.

2

This thesis studies the mathematics of structured sparsity in the sense of Kowalski
and Toressani with a focus on applications in time-frequency analysis and audio processing. This is realized from the deterministic viewpoint of computational harmonic
analysis; a stochastic approach would probably be equally fertile but is not followed
here. The main contribution is to present the first comprehensive picture of this
field. Furthermore, a formal framework for generalized thresholding is introduced
which allows for more flexible application in audio signal processing.
The document comprises four main parts. The introductory section on Basic Notions of Time-Frequency Analysis provides basic ideas concerning frame-expansions
and Gabor-frames, a class of particular relevance for audio processing. The last step
of this section concerns the finite discrete analogies, required for implementation. Although no proofs are given, this part shall provide the basis for the following chapters
on sparsity, allocating background knowledge on what the entities of frames and their
coefficients actually represent.
The section Structured Sparse Recovery provides a pathway to generalized iterative soft-thresholding. Starting by formulating the sparsity question as a minimization problem using mixed norms, it will be shown that the setting admits an
analytical solution in the case of orthonormal bases. For the `1 -norm and frames, it
will be proven that the solution is approached by an iterative soft-thresholding algorithm (ISTA) in the sense of Daubechies et al. [2004]. The section is concluded with
a generalization to the mixed-norm and multi-frame case in the spirit of Teschke and
Ramlau [2007] and Kowalski [2009a]. The proofs, which are at times very “sparsely
notated” in the original publications, are adapted to our complex valued setting and
discussed in detail.
Providing an efficient alternative to the IST-algorithm is the aim of the section
Convergence Properties and Accelerations. This part reviews and adapts the convergence analysis and acceleration of Beck and Teboulle [2009], improving the O(1/n)
convergence of the minimization functional to O(1/n2 ). As a side result, it can be
inferred that for Gabor-frames generated by a constantly spaced lattice the ISTalgorithm converges linearly, which guarantees a unique solution of the considered
minimization problem.
The last and most applied section of this thesis, Generalized Structured Shrinkage, takes a generalized perspective on thresholding, thereby drawing connections
between different thresholding operators. In numerical simulations, it is illustrated
that these novel operators improve the state of the art in audio denoising problems.
Partial results have already been published in Siedenburg and Dörfler [2011] and
submitted in ?.
A Conclusion summarizes the main results of this work and outlines open questions for future research in the intersections of structured sparsity and time-frequency
analysis.
This document is accompanied by the webpage http://homepage.univie.ac.at/
monika.doerfler/StrucAudio.html which features additional sound and visual examples and a MATLAB toolbox. Its basic architecture is described in Appendix B;
Appendix A recalls important results of classical Fourier-analysis.
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2

Basic Notions of Time-Frequency Analysis

At the very beginning of time-frequency analysis (and most probably at the end,
too) there is Heisenberg’s uncertainty principle. It is the fundamental mathematical relation between a function and its Fourier-transform, interpreted in terms of
time-frequency uncertainty in signal analysis and position-momentum uncertainty in
quantum-physics. In order to specify the terminology let us introduce the notion of
dispersion by setting
R
1/2
2
2
R (x − t) |f (x)| dx
σt (f ) :=
kf k2
for functions f ∈ L2 (R). The dispersion is a measure of a function’s concentration
in the point t. From a stochastic point of view it can be considered as the standard
deviation of the probability density function f if t is chosen as the mean of f . Letting
F denote the Fourier-transform, the uncertainty relation can then for any f ∈ L2 (R)
be written as
1
σt (f ) · σω (Ff ) ≥
∀t, ω ∈ R;
4π
equality holds if and only if f is a multiple of a translated and modulated Gaussian
2 /c

e2πiβ(x−α) e−π(x−α)

for α, β, c > 0. We e.g. refer to [Gröchenig, 2001, Th. 2.2.1] for a proof.
In time-frequency analysis - the field of study which considers functions or signals
in terms of their properties in both, time and frequency - a function f = f (t) is seen
as the time description of a signal and Ff = Ff (ω) is interpreted as its frequency
content. The rectangle in the time-frequency plane of area σt (f )·σω (Ff ), often called
Heisenberg box, describes its tempo-spectral spread. The uncertainty relation hence
refuses a notion of instantaneous frequency: time and frequency content of a signal
are simultaneously dispersed, there is a trade-off between temporal and spectral
precision in the analysis of any signal. Therewith, the uncertainty relation is the
eternal curse, as well as the driving force of any type of time-frequency analysis
- there exists no mathematical representation which simultaneously combines all
information of f and Ff .
Departing from the regular Fourier-transform, the first formal approach for the
study of time-frequency properties of functions is to localize the Fourier-transform
according to a window g and therewith consider functions as entities living on the
time-frequency-plane. This is formalized in the following
Definition 2.1. Let g ∈ L2 (R) be a fixed window function and f ∈ L2 (R) a signal1 .
The short-time Fourier-transform (STFT) is defined for t, ω ∈ R by
Z
Vg f (x, ω) :=
f (t)g(t − x)e−2πitω dt.
R
1

The domain of the STFT can be chosen much more flexibly, if appropriate care is taken, cp.
[Gröchenig, 2001, p. 41]. However, as these concerns are not central to this thesis, we keep the
discussion short and let f, g ∈ L2 (R) such that the integral is always defined.

2.1 Frame Theory Fundamentals
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Unfortunately, we cannot go further into details concerning the properties of
the STFT. Let us note, however, that this continuous time-frequency transform is
invertible such that we can expand any signal in terms of its STFT values, and for
g, g̃ ∈ L2 (R) with hg, g̃i =
6 0 the expansion
Z
1
Vg f (x, ω)g̃(t − x)e2πixω dωdx
(2.1)
f (t) =
hg, g̃i R2
holds true for any f ∈ L2 (R) and for almost every t ∈ R, cp. [Gröchenig, 2001, Cor.
3.2.3]. Equation (2.1) is the time-frequency analog of the Fourier inversion theorem
and hence often called STFT inversion formula.
The inversion formula (2.1) lays the theoretical foundations of time-frequency
analysis. Nonetheless, it is not useful in practice because of its enormous redundancy. Computing a discrete STFT means to shift the time-support of the window
g sample by sample and to compute in each step a Fourier-transform. Although
Fourier transforms are fast in the discrete setting (as they can be realized via the
FFT) this redundancy is intractable for most real-world applications. Moreover, it
is not even necessary since L2 (R) is a seperable space and can thus be described in
terms of countably many basis functions. This is where the concept of frames comes
into play as it allows for non-orthogonal series expansions with reasonably good timefrequency resolution. A particular class of frames, so called Gabor-frames, will turn
out to be the discretized counterpart of the STFT and the appropriate concept for
time-frequency analysis to bridge the gap between theory and practice.
The rest of this chapter is organized as follows. The first part reviews the fundamentals of frame theory with respect to signal analysis; the second introduces as
a special case the class of Gabor-frames in continuous time. The last part concerns
the discrete-time versions of Gabor-frames.

2.1

Frame Theory Fundamentals

In this section we briefly collect the necessary ingredients of frame theory for both,
continuous and discrete time Hilbert spaces. We start with the most important
Definition 2.2. Let H be a seperable Hilbert space and Γ a countable index set.
The sequence of functions (φγ )γ∈Γ ⊂ H is called frame for H, if there exist constants
A, B > 0 such that
X
Akf k2 ≤
|hf, φγ i|2 ≤ Bkf k2 ∀f ∈ H.
(2.2)
γ∈Γ

The scalars A and B are called frame bounds. If they are equal, the frame is called
tight. In case the frame constitutes a basis, i.e. (φγ )γ∈Γ are linearly independent and
the expansion coefficients are unique, the frame is called Riesz basis.
Frames generalize bases. The frame inequality (2.2) guarantees energy preservation of the expansion, and also implies span{(φγ )γ∈ Γ } = H. Clearly, any orthogonal
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basis is a tight frame with frame bounds A = B = 1; hence the union of two orthogonal bases is a tight frame with bounds A = B = 2. Also, the union of finitely many
frames is again a frame.
Let us introduce the spaces Hs and Hc , that we will call signal space and coefficient space, resp. Both are assumed to be seperable Hilbert spaces. In the setting of
continuous time one can think of Hs = L2 (R) as the function- and Hc = l2 (Γ) the
sequence-space of finite energy; in the finite dimensional discrete setting one usually
considers Hs = CL and Hc = Cp with L ≤ p.
The linear operator Φ : Hc → Hs , with c = (cγ )γ∈Γ ∈ Hc and
Φc =

X

cγ φγ

γ∈Γ

is called synthesis operator of the frame (φγ )γ∈Γ ; it can be identified with the (infinite
or finite) matrix operator Φ = (φ1 , . . . , φγ , . . . ) with the atoms φγ constituting its
columns. Its adjoint Φ∗ : Hs → Hc is called analysis operator and it fulfills
Φ∗ f = (hf, φγ i)γ∈Γ ,
since we have
hf, Φci = hf,

X
γ∈Γ

cγ φγ i =

X

cγ hf, φγ i = hΦ∗ f, ci.

γ∈Γ

Analogously, Φ∗ can be viewed as a matrix operator with φγ being its rows. Classical
time-frequency analysis considers the workflow of analysis-processing-synthesis. That
is, a signal is analyzed, its expansion-coefficients are processed (e.g. filtered) and then
the signal is re-synthesized. However, in the sequence of operations we are aiming
at in this thesis, namely the sparse synthesis problem to be introduced in Section 3,
the processing step itself involves (infinitely) many analysis and synthesis operations.
The operator S := ΦΦ∗ : Hs → Hs is called frame operator. Its smallest and
largest eigenvalues are just the optimal frame bounds, i.e. the suprema of all lower
and infima of all upper frame bounds. The ratio B/A thus corresponds to the
numerical condition number of the frame operator S. Using this notation, the frame
inequality 2.2 can be re-written as
Akf k2 ≤ hSf, f i ≤ Bkf k2 ∀f ∈ Hs .
Obviously, S is self-adjoint and positive, and AI ≤ S ≤ BI where I denotes the
identity operator. Thus, S is invertible on Hs .
We can therewith formulate the basic frame-theoretical result, for instance proven
in [Gröchenig, 2001, Cor. 5.1.3]. It allows for non-orthogonal series expansion of any
signal f ∈ Hs . Here the roles of the, so to say, “analysis-frame” and its dual, the
“synthesis-frame” are exchangeable.

2.1 Frame Theory Fundamentals
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Theorem 2.3. Let (φγ )γ∈ Γ be a frame of Hs with frame bounds A, B > 0. Then
(S −1 φγ )γ∈ Γ is a frame with frame bounds B −1 , A−1 , the so called (canonical) dual
frame. Every f ∈ Hs can be expanded as
X
X
f=
hf, S −1 φγ iφγ =
hf, φγ iS −1 φγ .
γ∈Γ

γ∈Γ

The dual frame S −1 φγ is canonical in the sense that it generates the expansion
coefficients with minimal `2 -norm as denoted in the following proposition [see e.g.
Gröchenig, 2001, Prop. 5.1.4].
P
Proposition 2.4. Let (φγ )γ∈ Γ be a frame and c ∈ Hc such that f = γ cγ φγ . Then
X
γ∈Γ

|cγ |2 ≥

X

|hf, S −1 φγ i|2

γ∈Γ

and equality holds only if cγ = hf, S −1 φγ i ∀γ ∈ Γ.
Note that the expansions in Theorem 2.3 can equivalently be written as
f = ΦΦ∗ S −1 f.
Together with Proposition 2.4 this implies that the solution of the constrained minimization problem
1
min kck2 subject to f = Φc
c 2
is given by
ĉ = Φ∗ S −1 f
(2.3)
where Φ∗ S −1 = Φ∗ (ΦΦ∗ )−1 turns out to just be the pseudo-inverse operator of Φ.
Solution 2.3 of the inverse problem f = Φc is often called method of frames in signal
processing [cp. Chen et al., 1998]. It can be seen as the analog of the method of
Tykhonov-regularization (to be introduced in Section 3) for the noise-free case.
In general, inverting the frame operator S is a serious problem and might not
be tractable in practice. Using tight frames bypasses this problem as it guarantees
synthesis with the analysis frame (up to a constant factor) as shown in the following
result. It can e.g. be found in [Christensen, 2008, Cor. 5.1.8].
Corollary 2.5. If (φγ )γ∈ Γ is a tight frame with bound A, then the canonical dual
frame is (A−1 φγ )γ∈ Γ and f = A−1 ΦΦ∗ f ∀f ∈ Hs .
The corollary shows that for tight frames analysis and synthesis can be realized
with the same frame. This is particularly important for applications where the
expansion coefficients are processed; here tight frames simplify the interpretation of
these steps as the processing is symmetric with respect to analysis and synthesis.
Analogous to the canonical dual frame, there exists a canonical tight frame [cf.
Christensen, 2008, Th. 5.3.4]:
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Proposition 2.6. Let (φγ )γ∈ Γ be a frame and S the associated frame operator. Then
(S −1/2 φγ )γ∈ Γ is a tight frame with frame bounds A = B = 1.
The proposition implies that for suitable canonical tight frames, the frame operator equals the identity operator as we obtain f = ΦΦ∗ f = Sf .

2.2

Gabor Frames

Gabor frames constitute a class of frames which is of particular interest for signal
analysis. In contrast to the expansions in terms of time-scale as introduced by
wavelet analysis, Gabor frames resolve a signal as superpositions of time-frequency
atoms. This allows to use an intuitive and physically meaningful notion of frequency,
instead of the scales of wavelets. This latter fact makes them especially attractive
for applications in music and speech processing.
Gabor frames are generated by translating and modulating a fixed window function along discrete subset of R2 . Here, we start by considering the infinite dimensional case, i.e. Hs = L2 (R), and Hc = l2 (Γ), Γ = Z × Z. Let us introduce the
translation operator T and modulation operator M , by setting
Tx f (t) := f (t − x) and Mω f (t) := e2πiωt f (t).
Combining translation and modulation yields a time-frequency-shift Ta Mb . Together
with the Fourier-transform, time-frequency shifts are the fundamental operators in
the field of time-frequency-analysis. As a first observation of their non-commutative
group structure (leading to the rich structure of the so called Heisenberg group), we
obtain
Tx Mω f (t) = (Mω f )(t − x)
= e2πiω(t−x) f (t − x)
= e−2πixω Mω Tx f (t).
Definition 2.7. Let g ∈ L2 (R) be a non-zero function, the so called window function.
The set of functions
G(g, α, β) := (Tαn Mβm g)(n,m)∈Γ
is called Gabor system. G(g, α, β) is called Gabor frame, if it constitutes a frame.
This definition can be motivated from the perspective of the STFT. Using timefrequency shifts, it can be rewritten as Vg f (t, ω) = hf, Mω Tt gi = e−2πixω hf, Tx Mω gi.
We restrict translation and modulation to a discrete lattice (x, ω) ∈ αZ × βZ. Then
the frame operator corresponding to the frame atoms Mβm Tαn g takes the form
X
Sf =
hf, Tαn Mβm iTαn Mβm g
m,n∈Z

=

X
m,n∈Z

Vg f (αn, βm)Mβm Tαn g,

2.2 Gabor Frames
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as phase factors cancel. Thus, the coefficients of a given Gabor-frame expansion
correspond to the respective values of the STFT and the Gabor-transform Φ∗ corresponding to a Gabor frame with atoms φm,n = Tαn Mβm g can be considered as the
discrete counterparts of the continuous STFT. This is also the reason why the Gabor
transform still goes under the name of the STFT in the engineering community.
Example 2.8. Gaussian window functions have always played a special role in timefrequency analysis, as they minimize the uncertainty inequality. Denis Gabor claimed
in his seminal paper Theory of Communication [Gabor, 1946] that any signal f could
be expanded as
X
2
f (t) =
cn,m e2πimt e−π(t−n) .
n,m∈Z

Using the above terminology this refers to the Gabor system G(ϕ, 1, 1) with ϕ(t) :=
2
e−πt . Gabor’s conjecture was finally proven in the 1970s [cf. Gröchenig, 2001, p. 142
and references therein] and can be considered as the initial work of time-frequency
(alternatively called Gabor-) analysis. However, in conjunction with Gaussian windows, the so called critical sampling density of αβ = 1 is no longer considered usefull
as it can be shown that G(ϕ, α, β) is a frame if and only if αβ < 1 [Gröchenig, 2001,
Th. 7.5.3]. Hence, any signal can be expanded in terms of Gaussian windows at
critical density, but not necessarily in an energy preserving way in the sense of the
frame inequality (2.2).
Let us assume that a given Gabor systems constitutes a frame. A central pillar of Gabor-analysis then concerns the simplified structure of the dual frame. It
can be shown [see e.g. Gröchenig, 2001, Prop. 5.2.1] that the frame operator commutes with time-frequency shifts, i.e. using Theorem 2.3 we obtain as dual frame
S −1 Tαn Mβm g = Tαn Mβm S −1 g. Thus, the dual frame is also generated by translation and modulation of a fixed, so called dual window. However, the search for
the dual window is still a hard problem (as the inversion of the frame operator is
generally non-trivial). We summarize this remark in the following
Proposition 2.9. Let G(g, α, β) be a frame for L2 (R). Then there exists a dual window g̃ = S −1 g, such that for G(g̃, α, β) is the dual frame of G(g, α, β). Consequently,
every f ∈ L2 (R) possesses the expansion
X
f=
hf, Tαn Mβm giTαn Mβm g̃
m,n∈Z

=

X

hf, Tαn Mβm g̃iTαn Mβm g.

m,n∈Z

Remark 2.10. Corollary 2.5 points out that for tight frames, the dual resembles the
original frame up to a constant factor. In the context of Gabor frames this fact boils
down to the form of the dual window, which will consequently equal the original one
(up to a constant factor). Proposition 2.6 even yields a canonical tight frame with
frame bounds A = B = 1. For Gabor frames, this corresponds to the existence of
the canonical tight window S −1/2 g0 . It was shown by Janssen and Strohmer [2002]
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that this window has the property of being closest to g0 compared to all other tight
windows. More precisely, for given lattice constants α, β and the corresponding frame
−1/2
operator Sα,β the canonical tight window of g0 is defined as gt := Sα,β g0 . Then,
for any window h constituting a tight frame according to α, β,
kg0 − gt k2 ≤ kg0 − hk2 .
Canonical tight windows hence combine the advantage of being closest to the original
window, as well as being tight, i.e. allowing for analysis and synthesis with the same
window.
The condition kΦk < 1 will be needed from Section 3.3 on throughout this thesis.
For general frames this can be achieved via appropriate rescaling using the frame
bound B, i.e. the largest eigenvalue of the frame operator. Regarding canonical
tight Gabor-frames this condition is fulfilled automatically (up to an ε), as we have
kΦk2 ≤ B = 1. This is another reason why canonical tight frames are attractive
tools in applications.
In the case of a Gabor system forming a frame, the following theorem [see e.g.
Christensen, 2008, Th. 9.1.12] gives for arbitrary window functions a necessary
condition on the lattice parameters α and β.
Theorem 2.11. Let g ∈ L2 (R), α, β > 0 and the Gabor system G(g, α, β) a frame.
Then αβ ≤ 1. If αβ = 1, then G(g, α, β) is a Riesz basis.
From the viewpoint of this theorem, one could go with the critical sampling density of αβ = 1 when striving for as few redundancy as possible. Starting with a Riesz
basis, one could even arrive at orthonormal bases. However, the famous theorem of
Balian and Low turns these considerations into different light. It is a manifestation
of the uncertainty principle in the context of Gabor-frames. In words, it states that
there do not exist bases of L2 (R) inhibiting the structure of Gabor systems which
have good time-frequency resolution. The theorem is one of the reasons, why redundancy and its formalization via frames are of such great importance in time-frequency
analysis, as they allow for better time-frequency resolution then bases. The theorem
is proven in several publications, see e.g. [Christensen, 2008, Th. 4.2.1].
Theorem 2.12 (Balian-Low). Let g ∈ L2 (R), α, β > 0 and let F denote the Fourier
transform. If G(g, α, β) is a Riesz basis for L2 (R), then
Z
 Z

2
2
|tg(t)| dt
|ωFg(ω)| dω = ∞.
R

R

The general discussion of sufficient conditions on g, α, β such that G(g, α, β) forms
a frame is quite involved and out of the scope of this overview, see e.g. [Christensen,
2008]. However, there is a case of enormous relevance for applications, namely when
the window function is compactly supported. In that case the corresponding Gabor
system fulfills the frame condition with simple constraints on the lattice as shown by
Daubechies et al. [1986]. Since these frame expansions are especially easy to work
with, they are called painless non-orthogonal expansions.

2.2 Gabor Frames
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Theorem 2.13. Let g ∈ L∞ (R), supp(g) ⊆ [−L/2, L/2] and A, B > 0. If g satisfies
X
A≤L
|g(t − αn)|2 ≤ B,
n∈Z

then G(g, α, L1 ) is a frame with bounds A, B. Its frame operator is given by the
multiplication operator
!
X
Sf (t) = L
|g(t − αn)|2 f (t) for a.e. t ∈ R.
n∈Z

Finally, G(g, α, β) is a tight frame with bounds A if and only if
X
L
|g(t − αn)|2 = A for a.e. t ∈ R.
n∈Z

Example 2.14. Theorem 2.13 directs the attention to compactly supported window
functions as generators of Gabor frames. The quest for window functions with good
time-frequency support is a discipline for itself, see e.g. [Mallat, 2009, p. 98] for
further details. Let us, nonetheless, discuss three important examples.
(A) We start with the trivial but important rectangular window. Set g(t) = 1[−1/2,1/2] ,
the
of the translated unit interval. Then we of course have
P indicator function
2
n∈Z |g(t − αn)| = 1 and 1[−1/2,1/2] generates a tight frame with lattice constants
α = β = 1. In fact, the frame is of course a (localized) orthonormal basis. We have
= sinc(ω), hence F(f g) = F(f ) ∗ F(g) = F(f ) ∗ sinc.
F(1[−1/2,1/2] )(ω) = sin(πω)
πω
Since the sinc-function has very slow decay, the convolution in the Fourier domain
will heavily smear the frequencies and the localization in the time-frequency plane
will be incredibly bad.
(B) Gaussians are at least theoretically the best window functions. Although Theorem 2.13 does not yield the frame property (since they have infinite support), it was
already noted in Example 2.8, that for αβ < 1 they do nonetheless constitute a Gabor frame. In numerical applications, however, Gaussian windows are sub-optimal
in the sense that they have to be truncated somewhere. This leads to distortions of
their theoretically beautiful properties.
(C) A commonly used window is constructed via a raised cosine function and named
after meterologist Julius von Hann. The Hann window has the functional form
gH (t) =

1 + cos(2πt)
1[−1/2,1/2] (t).
2

By checking the conditions of Theorem 2.13, it can be verified that the Gabor system
G(gH , 14 , 1) forms a tight frame with bounds A = 4kgH k2 , cp. [Holighaus, 2010, Lem.
3.2.6].
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Figure 2.1: Window functions (left) and their frequency responses in dB (right). From
top to bottom: rectangular, Gaussian and Hann window functions. The FFT-length of the
frequency response is 3072 samples.
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Figure 2.2: Duals of the Hann-window for lattice constants β = 1 and α = 1/4 (top-left);
β = 1, α = 1/2 (top-right); β = 1, α = 3/4 (bottom-left); and a tight Hann-window for
β = 1, α = 1/2 (bottom-right).
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Figure 2.1 shows the discussed window functions and their corresponding frequency responses, i.e. the squared modulus of their Fourier transform in decibels
(which better reflects their properties in terms of applications and perception). Here,
the Gaussian window was simply set to zero outside of the inverval [−1/2, 1/2] (although certainly more smooth truncation would have been possible). One can clearly
get a grasp of the different time-frequency resolutions of the three windows; the Hann
window seems obviously most qualified.
Remark 2.15. For compactly supported windows and appropriate lattice constants,
Theorem 2.13 together with Proposition 2.9 yield an easy way to compute the dual
window g̃ for a given Gabor frame G(g, α, β), by point-wise setting g̃ = S −1 g. By
Remark 2.10, the corresponding canonical tight frame is simply computed via gt =
S −1/2 g.
Figure 2.2 shows the duals of the Hann-window for varying time-redundancy and
one tight Hann-window. It is obvious that for small α, the duals are much more
regular and smooth. That is one reason why redundancies of 4 and higher (i.e.
α ≤ 1/4) are common practice in applications.

2.3

Discrete Analogies

In signal processing, it is impossible to deal with continuous signals as well as signals
of infinite durations. This leads to finite-dimensional discrete analogies of continuous time-frequency analysis. Most of the adaptations to the finite discrete setting
resemble the step from classical continuous to discrete Fourier analysis, so that we
will only point to the most important discrete specificities.
In the “discrete world” one considers signals f ∈ CL , L ∈ N. This space can
be thought of being embedded into the space of the complex-valued L-periodic sequences, CL ∼
= `2 (Z/LZ) to obtain a well-defined discrete periodic convolution (see
Appendix A). The discrete translation and modulation-operator are defined by
(Tn f )[l] := f [l − n] and (Mm f )[l] := e

2πiml
L

f [l]

with n, m ∈ Z. A discrete Gabor system then consists of the set of atoms generated
by time-frequency shifts from a single window function:
φn,m := Mmb Tna g,
where g ∈ CL , n = 0, . . . , M − 1, m = 0, . . . , M − 1, and N a = M b = L. The time
shift constant a specifies the number of samples that the window is translated, the
ratio M = L/b specifies the number of frequency channels of the respective Fourier
transform. The Gabor coefficients of a discrete signal f are then of the form
cn,m = hf, φn,m i =

L
X

f [l]φn,m [l].

l=1

In terms of the lattice constants a, b, note that a discrete Gabor frame is a
basis in case ab = L; if ab < L the frame is oversampled with redundancy L/(ab).
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The discrete version of the STFT would correspond to the Gabor transform with
a = b = 1, i.e. a maximal redundancy of L.
For Gabor frames with a window g which has effective length k shorter than the
signal length L, i.e. k << L, the inner product of the signal and the window will
only be computed on the window’s support and this implicitly introduces a frequency
lattice b = L/k. The redundancy is then reduced to L/(ab) = k/a, where of course
a ≤ k. In practice, redundancies of 2 to 8 are most commonly used.
A discrete Gabor system can only constitute a frame, if p := N M ≥ L and if the
matrix Φ = (φn,m )n,m ∈ CL×p which has φn,m ∈ CL in its (m + nM )-th column has
full rank, see [Dörfler, 2001]. Analogous to the painless continuous case, the frame
operator S (which now can be considered as matrix) is diagonal if the window g has
support equal to or smaller than the FFT length M . We then obtain
!
N
−1
X
(Sf )[l] = M
Tna |g[l]|2 f [l]
n=0

where l = 1, . . . , L, cp. [Dörfler, 2001]. This structure of the frame operator simplifies the computation of the dual window similar to the continuous case.
Let us finally consider the computational complexity of the discrete Gabor transform (DGT), cp. [Holighaus, 2010]. Thus, we once more take a look at the discrete
Gabor coefficients
cn,m = hf, φn,m i
=

=

L−1
X
l=0
L−1
X

f [n]φn,m [l]
f [n]g[l − na] exp(−2πiml/M )

l=0

=

J−1
X



β−1
X




f [l + jM ]g[l − na + jM ] exp(−2πiml/M )

j=0

l=0



β−1
X

=F


f [· + jM ]g[· − na + jM ] .

j=0

For each of the N time-shifts, the DGT consequently demands the computation
of Fourier transforms of length M plus L multiplications. The former are realized
via an FFT with complexity O(M log(M )), such that we obtain for fixed lattice
constants a, b
O(N M log(M )) + N L = O(L2 /(ab) log(L/b)) + L2 /a = O(L2 )
as time-complexity of the discrete Gabor transform (where the inverse is treated
analogously). In case g is a compactly supported window of length k, we must only

2.3 Discrete Analogies

14

−10

400

−20

420

−30

440

−40
460
−50
480
−60
500
−70
520
40

60

80

100

120

140

160

Figure 2.3: Part of the spectrogram of a synthetic test signal. It uses a tight Gabor
frame with Hann-window of length 1024 samples, 256 hop size at 44100 kHz audio sampling
rate together with a heat-color map in deci Bel. The horizontal components correspond to
the dirac impulses of the signal (mimicking transients), the vertical strips to the sinusoidal
components (mimicking tonal parts).

compute N FFTs of length k plus N k multiplications. Hence, we obtain a complexity
of
O(N k log(k)) + N k = O((L(k/a) log(k)) + L(k/a) = O(L)
for the analysis and synthesis operations.
The following chapters make extensive use of the operator notation of analysis
and synthesis Φ. Let us therefore note that this is convenient with respect to
notation, but misleading in terms of implementation as in reality all these operations
are implemented on the basis of the DGT (and FFT) as discussed above. Directly
implementing Φ∗ f or Φc leads to a complexity of at least O(L2 ), see e.g. [Balazs,
2005, Lem. 1.2.26], and hence is a very inefficient way of computing Gabor transforms for compactly supported window functions.

Φ∗

This concludes this introductory section on frames, Gabor-frames and their discrete counterparts. It basically elaborates what it means to use the synthesis and
analysis operators Φ and Φ∗ in the following sections and builds the bridge from
sparsity in general to its application in time-frequency analysis.
As a final illustration, consider Figure 2.3 which shows parts of the spectrogram
of a synthetic test signal used in Section 5 of this thesis for an evaluation of different
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sparsity approaches. The signal contains clicks and sinusoids, therewith somewhat
mimicking the structure of natural audio signals. The spectrogram is probably the
most commonly used visual representation of audio signals and serves as a starting point for numerous applications ranging from audio effects to audio information
retrieval. The x-axis refers to time (bins), the y-axis to frequency (bins) and the
intensity of the color (using a heat map) refers to the absolute values of the Gaborcoefficients. More specifically speaking, each
 pixel represents the value of the coeffi2
cients’ energy in deci-Bel, 10 log10 |ck,j | , while n is running on the x-axis and m
on the y-axis. Here, a tight Hann-window of k = 1024 samples length was used with
time sampling constant a = 256 at an audio sampling rate of 44100 kHz.
The spectrogram clearly depicts a few coefficients of high magnitude. These are
structured along vertical and horizontal strips, corresponding to the clicks and sinusoidal signal components. Nonetheless, there are many more coefficients of quite
low energy and hence they will be irrelevant in many situations. Roughly speaking,
this thesis is about developing mathematical means to “sparsify” time-frequency representations in a structured manner. This will allow to discard (in a certain sense)
unnecessary coefficients and only retain the most relevant.
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3

Structured Sparse Recovery

In the preceding chapter the basic notions and facts of time-frequency analysis were
introduced. On the basis of this, we can take a slightly different perspective on the
problem of signal analysis. Instead of assuming to have knowledge about the exact
signal or function f , we now consider a more realistic model in which our observed
data y consists of a signal perturbed by some additive noise2 e:
y = f + e.

(3.1)

The aim is to approximately recover the signal f . We will assume that f and e live
in a seperable Hilbert space Hs , the signal space, which can be thought of as being
L2 (R) or CL in applications.
P The signal f shall be represented as a linear combination
of frame elements: f = γ cγ φγ , where c ∈ Hc , the Hilbert space of coefficients and
its corresponding index set γ ∈ Γ. Hc will be l2 (Γ) in the general situation or CL in
applications. In operator form this writes as f = Φc where Φ : Hc → Hs denotes the
synthesis operator, i.e. Φ = (φ1 , . . . , φγ , . . . ). We thus seek to estimate the frame
coefficients, such that the discrepancy
1
∆(c) := ky − Φck22
2

(3.2)

of the data y and the image of c is minimized. This task can be considered as a
linear inverse problem, as we seek to infer c from its noisy image under the linear
operator Φ. The problem is ill-posed - its solution will neither be unique, nor will
it be continuously dependent on the data. A way to deal with ill-posed problems is
regularization, which refers to the imposition of additional constraints on the coefficients by a so-called penalty measure Ψ : Hc → R+
0 . Hence, we instead consider the
regularized functional, the so called Lagragian3
L(c) := Ly,λ (c) := ∆(c) + λΨ(c)
and simply seek ĉ ∈ Hc such that
ĉ = argmin L(c).

(3.3)

c

Here and in the following, λ > 0 is the so called Lagrange-multiplier. It adjusts
the weight given to the penalty term in (3.3) and will also be called sparsity level.
The smaller λ, the less the penalty will be taken into account. The dependency
L = Ly will be most often dropped for the sake of brevity.
2

Considering digital (audio) signals, this is a very natural point of view, since even the lowest
step of analog-digital conversion introduces noise via quantization. For the purpose of compression
or multilayer decomposition, one would consider the noise simply as the irrelevant part of the signal.
3
See e.g. [Aubin, 2000, Ch. 2.6] for a proof of the corresponding duality principle of convex
optimization, that shows the equivalence of the constrained minimization problem (minc ∆(c) s.t.
Ψ(c) ≤ ε) and the minimization of the Lagrangian.
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There are various suggestions for the regularization functional Ψ in the literature.
Recently, however, the concept of sparsity has proven to be an extremely valuable
approach. The investigation of inverse problems regularized by sparsity measures
actually led to the emergence of novel fields of research such as sparse approximation/recovery and compressed sensing [cp. Mallat, 2009, Elad, 2010, ?].
The simple but powerful idea of sparse representation is to approximate the signal
s by trying to use as few atoms φγ as possible. This approach is valuable in many
applications, since large classes of signals can indeed be assumed to be sparsely
represented when using the right dictionary. In audio signal processing, for instance,
the currently dominating audio = tonal + transient + noise model (see e.g. Levine
and Smith [2007], basically an elaboration of Serra and Smith [1990]) relies on such
an assumption of sparsity. Transients, the non-stationary parts of a signal often
occurring in the onsets of musical sounds, can be well (i.e. sparsely) represented in
some wavelet dictionary or in a Gabor-frame with short support. The tonal layer,
dominating the stationary part of sounds, is sparsely represented in a dictionary
based on trigonometric functions with long support.4
For linear inverse recovery, penalty measures Ψ which support sparsity therefore
lead to a solution which is more natural to interpret and exhibits a higher resolution.
Owing to the fact that most “real-life” signals are not only sparse, but convey further
structure (the above remark giving just one example), an evolving body of research
is focussing on the concept of structured sparsity. It refers to the wish to better
model the dependencies and relationships of the coefficients of audio signals in the
sense of exploiting their structured sparse configuration. Although this (sub-) field
is quite young there are already many diverse approaches, ranging from structured
matching pursuits, [Daudet, 2006], to Bayesian settings, cp. [Fevotte et al., 2008].
In this thesis we will focus on regularization-methods using mixed norms, which are
natural generalizations of the usual Lp norms, as initiated by Kowalski and Torresani
[2008a].
The rest of this chapter is organized as follows: The following part introduces
regularization with mixed norms for orthogonal and subsequently unions of orthogonal bases. In subsection 3.3, the so called iterative soft-thresholding algorithm will
be investigated as an iterative method for obtaining approximations of the sparse
solution. A proof of convergence will be given for the `1 -penalized case for general
frames. This will be generalized to a multi-layer setting in a last step.

3.1

Sparse Regularization

The most natural way towards non-structured sparsity would seem to be the minimization of the number of non-zero coefficients kck0 := #{cγ : cγ 6= 0}, i.e. Ψ = kck0 .
This approach was also called ideal atomic decomposition by Donoho [2001] since it
yields the most efficient representation of a signal. However, the `0 -penalty generally
leads to a non-convex problem, which is additionally NP-hard, see Davis et al. [1997].
4

This is a rough first approximation. In reality, the situation is of course much more intricate,
but this shall suffice in this context. See e.g. Beauchamp [2007] for more details.
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Nonetheless, the `0 -norm will serve as a tool for a-posteriory comparison of sparsity
properties in some of our numerical experiments later on.
It turns out that choosing Ψ(c) = kck1 instead, is a way towards computationally
feasible sparsity and robust regularization. The `1 norm can in this sense be seen as
a convexification of `0 . In fact, Donoho [2006] showed that `1 -minimization uniquely
recovers the `0 -solution if only the original signal was sufficiently sparse.
Problem (3.3) then becomes a convex minimization problem (non-differentiable
in c = 0). It is written out as


1
2
min
(3.4)
ky − Φck2 + λkck1 .
c
2
The problem can be interpreted in terms of Bayesian estimation with a Laplacian
distribution as prior on the coefficients. The `2 -norm for the measurement of the data
fidelity is justified by the assumption of Gaussian white noise, see e.g. [Kereliuk and
Depalle, 2011] for the brief derivation.
The minimization problem (3.4) was introduced by Chen et al. [1998] to the
signal processing community. An equivalent formulation was given by Tibshirani
[1996] in statistics. They called the methods Basis Pursuit Denoising and LASSO
- least absolut shrinkage and selection operator, respectively. In the actual computation of the optimal solution, the deterministic linear-inverse-problem and the
stochastics-based regression-problem coincide. This thesis will generally consider the
deterministic stance. Nonetheless, some of the central terminology like the Lasso
and its variations, based on the contributions of Kowalski [2009a], Kowalski and
Torresani [2008a], somewhat resembles the stochastic setting.
From an applied as well as theoretical point of view, it seems reasonable to
consider a more general perspective where the `1 penalty is replaced by a weighted
mixed norm. By introducing a partition of the indices into groups and members,
such norms act differently on the global (group) level than on the local (member)
level. From the point of view of Gabor-analysis, this is the most natural perspective,
since the atoms φγ = φn,m = Tαn Mβm g, generated by translation and modulation,
are ordered along two dimensions, anyways.
Definition 3.1. Let Γ be a doubly labelled index set and K, J1 , J2 , . . .. , Jk , . . . be
S
index sets such that with Γk := {(k, j) : j ∈ Jk } ∀k ∈ K we have Γ = k∈K Γk , i.e.
Γ is partitioned by the groups of indices Γk .
Let w = (wγ )γ∈Γ > 0, be a positive sequence of weights. Then we define the weighted
mixed norm `w,p,q on Hc for 1 ≤ p, q < ∞ by
1/q


kckw,p,q := 

XX
k∈K

wk,j |ck,j |p

q/p


(3.5)

j∈Jk

Example 3.2. For Gabor-frames generated by a lattice Γ = Z × Z, we have K = Z,
Jk = J = Z, and Γk = {k} × Z, where we must decide whether the groups of indices
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Figure 3.1: Unit balls of the mixed norms in three dimensions (from left to right) and corresponding name of minimization problem: `1 (Lasso), `2 (Tykhonov), `2,1 (Group-Lasso),
and `1,2 (Elitist-Lasso). The groups are Γ1 = {x, y} (horizontal) and Γ2 = {z} (elevation).

k denote time- or frequency labels of the lattice.5
Remark 3.3. Throughout this thesis, for γP
= (k, j) we consider ck := (ck,j )j∈Jk as
the subsequence of members and kck kpw,p = j∈Jk wk,j |ck,j |p its respective weighted
p-norm.
Further note that `w,p,q = `w,p for p = q. That means weighted mixed norms
naturally generalize regular weighted norms. Furthermore, they inherit all norm
properties, since they can be thought of as composition of norms `p and `q :

kckw,p,q =

ck,j (wk,j )

1/p




j∈Jk p

(3.6)
k∈K

q

We will switch the index notation γ and (k, j), depending on whether
S we refer to the
non-partioned set Γ or its explicit group-member structure Γ = k Γk .
In this work, we are mainly interested in the penalties `w,1,1 = `w,1 , the regular
‘non-mixed’ Lasso, and `w,2,1 as well as `w,1,2 . The mixed norm are used to create
different sparsity behaviors on local and global level. `w,2,1 promotes sparsity on the
level of the groups while retaining diversity on the member level. Therefore, whole
groups are either retained or discarded in this case. This penalty was introduced by
Yuan and Lin [2006] and the associated problem’s solution termed Group Lasso. In
contrast, `w,1,2 promotes diversity of groups and sparsity of members, leading to a
selection of the strongest member of each group - a somewhat more ‘elitist’ concept.
It was proposed by Kowalski [2009a] as Elitist Lasso. Figure 3.1 shows the four unit
balls for p, q ∈ 1, 2.
5
There are other partitions of the time-frequency plane which can be of interest in audio processing. For instance, consider the partition in which a group encompasses one index in frequency and
extends in time from one onset (e.g. of an instrument in the audio signal) to the next. This partition
could be nicely used for sinusoidal tracking using the sparsity framework (and its Group-Lasso) to
be introduced below.
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Now, we can reformulate the regularized inverse problem by setting Ψ(c) =
The role of the scalar λ is w.l.o.g. taken over by the weights w. We

q
1
q kckw,p,q .

set

1
1
Lw,p,q (c) := ky − Φck22 + kckqw,p,q ,
2
q

and use the convention Lw,1 := Lw,1,1 . The sparse recovery problem (3.3), regularized
by a mixed-norm, then takes the plain form
min Lw,p,q (c).

(3.7)

c

We conclude this part by giving the central definition of a generalized thresholding
(also called shrinkage) operator. It will be especially helpful in connecting regular
and persistent thresholding in Section 5.
Definition 3.4. For z, w ∈ Hc , wγ > δ > 0 and ξ = ξγ,w : Hc → [0, ∞] a nonnegative function, the generalized thresholding operator is defined component-wise
by
Sξ (zγ ) := zγ (1 − ξγ,w (z))+
where, as usual, for b ∈ R, b+ := max(b, 0), and we write Sξ (z) := (Sξ (zγ ))γ∈Γ . The
subscript ξ will be often replaced by other suggestive notation. For instance, we
write Sw,p,q for referring to the ξγ,w that corresponds to the weighted mixed norm
`w,p,q as defined in the following theorem. ξ is called threshold function.
Example 3.5. Using the schema of the definition, the well-known soft-tresholding
operator SST for complex valued arguments writes as



λ +
λ
exp(i arg(z))(|z| − λ) : |z| ≥ λ
ST
=z 1−
Sλ (z) =
, i.e. ξ ST (z) =
0
: |z| < λ
|z|
|z|
for z ∈ C. By using the usual convention 10 := ∞, and (−∞)+ := 0, we have
ξ ST (0) = ∞ and SξST (0) = 0. The hard-thresholding operator SHT , with

z : |z| > λ
HT
Sλ (z) =
0 : |z| ≤ λ
can be written in the same schema by setting
ξ HT (z) = 1B λ (z)
where the latter expression refers to the indicator function of the closed complex ball
with radius λ. This notation highlights an interesting connection between soft-and
hard thresholding:
k +
SξHT (z) = (1 − ξ HT (z))+ = lim 1 − ξ ST (z)
= lim S(ξST )k (z) ∀z ∈ C.
k→∞

k→∞

Further note that the threshold function (ξ ST )2 corresponds to the well-known
James-Stein shrinkage estimator [Stein, 1981] for appropriate choice of λ.

21

STRUCTURED SPARSE RECOVERY

3.2

Orthonormal Bases and Mixed-Norms

The following theorem gives a first solution of the sparse minimization problem in the
particular case of Φ being a unitary operator, i.e. corresponding to an orthonormal
basis. It defines the involved threshold operators via the corresponding threshold
functions ξ, and their definition will be used throughout this thesis. We further
use the convention 10 := ∞ and (−∞)+ := 0, such that the following operators are
always well defined.
Theorem 3.6 (Kowalski [2009a]). Let Φ be unitary and w = (wγ )γ strictly positive,
and Γ a doubly-labelled index-set such that γ = (k, j) ∀γ ∈ Γ. Then the minimizer
of Lw,p,q , the `w,p,q -regularized inverse problem (3.7), is given by the generalized soft
thresholding operation
ĉ = Sξ (Φ∗ y),
(3.8)
which is defined componenent-wise for zγ = zk,j by the threshold function ξw in the
following cases:
(i) p = q = 1: ξw (zγ ) =
(ii) p = q = 2: ξw (zγ ) =

wγ
|zγ |

(Lasso)

wγ
1+wγ

(Tykhonov Regularization)

(iii) p = 2, q = 1; wk,j = wk ∀k, j 6 : ξw (zk,j ) =
w

√

wk,j
kzk k2

(Group-Lasso)

|||z |||w

k
k,j
k
(iv) p = 1, q = 2: ξw (zk,j ) = (1+W
(Elitist-Lasso)
|zk,j |
wk )
PJk
PJk
2 , and |||z |||
where Wwk := jk =1 wk,j
k wk =
jk =1 wk,jk |zk,jk | and for any k,
k

jk is a sequence of indices such that rk,jk :=
is the quantity verifying
rk,Jk +1 ≤

JX
k +1

2
wk,j
(rk,jk
k

|zk,jk |
wk,jk

is decreasing in jk , and Jk

− rk,Jk +1 ) and rk,Jk >

jk =1

Jk
X

2
wk,j
(rk,jk − rk,Jk ).
k

jk =1

Proof. We roughly follow and complement the argumentation of [Kowalski, 2009a,
Theorem 3]. The functional to be minimized,
1
1
ky − Φck22 + kckqw,p,q ,
2
q

(3.9)

is non-differentiable in sequences c with subsequences ck = 0 for p = 2, q = 1 and with
components ck,j = 0 for p = 1, q ∈ {1, 2}, cases that will be dealt with separately.
Define y 0 := Φ∗ y, θγ := arg(yγ0 ) and ϑγ := arg(cγ ). Note that since Φ is unitary,
it holds
X
X
ky−Φck22 = ky 0 −ck22 =
|yγ0 −cγ |2 =
|yγ0 |2 +|cγ |2 −2|yγ0 ||cγ | cos(θγ −ϑγ ). (3.10)
γ
6

γ

I.e. w is assumed to be constant over the members of a given group.
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The derivation of the corresponding variational equations can thus be executed
component-wise. For a fixed γ = (k, j) and ck,j 6= 0, differentiation of (3.9) w.r.t.
modulus and argument of cγ yields
0
|ck,j | = |yk,j
| cos(θk,j − ϑk,j ) − wk,j |ck,j |p−1

X

wk,j |ck,j |p

 q−p
p

(3.11)

j

0 = 2|cγ ||yγ0 | sin(θγ − ϑγ ).

(3.12)

Hence, θγ = ϑ̂γ +lπ with l ∈ {0, 1}. In view of (3.11), l = 1 is impossible, so θγ = ϑγ .
Writing the sums over k and j of the RHS of (3.11) more compactly, we obtain the
variational equations
0
q−p
|ĉk,j | = |yk,j
| − wk,j |ĉk,j |p−1 kĉk kw
k ,p

arg(ĉγ ) =

(3.13)

arg(yγ0 ).

(3.14)

(i) p = q = 1. For wγ < |yγ0 |, we have
|ĉγ | = |yγ0 | − wγ .

(3.15)

In case wγ ≥ |yγ0 |, (3.13) is impossible, which implies cγ = 0. Combining the
w
latter argument with (3.14) and (3.15), we obtain ĉγ = yγ0 (1 − |y0γ| )+ .
γ

(ii) p = q = 2. The problem is everywhere differentiable and we obtain ĉγ =
yγ0
1+wγ

= yγ0 (1 −

wγ +
1+wγ ) .

(iii) p = 2, q = 1; the weights w are assumed to be constant over each subsequence,
i.e. we write wk = wk,j . In case ĉk 6= 0, (3.13) implies
0
|ĉk,j | = |yk,j
| − wk |ĉk,j |kĉk k−1
wk ,2 .

(3.16)

Since wk is constant over each subsequence (group), we can substitute the index
j by an independent index l:
wk kĉk k−1
wk ,2 =

0 | − |ĉ |
|yk,l
k,l

|ĉk,l |

.

Inserting this expression into
|ĉk,j | =
yields
|ĉk,j | =

0 |
|yk,j
0 |
|yk,l

|ĉk,l |

0 |
|yk,j

1 + wk kĉk k−1
wk ,2

⇐⇒ |ĉk,l | = |ĉk,j |

0 |
|yk,l
0 |
|yk,j

∀j, l.

We use the last identity to decouple the coefficients in the group norm of ĉ:
s
sX
2
X
0 |2 |ĉk,j | = √w |ĉk,j | ky 0 k .
kĉk kwk ,2 =
wl |ĉk,l |2 =
wl |yk,l
2
l 0
0 |2
|yk,j
|yk,j | k
l

l
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Finally inserting into (3.16), we obtain
|ĉk,j | =
Again, in case

√

0
|yk,j
|


√ 
wl
.
1− 0
kyk k2

wl > kyk0 k2 , (3.16) cannot hold, unless ĉk = 0. Conclusively,
0
yk,j

ĉk,j =


√ +
wl
1− 0
.
kyk k2

(iv) p = 1, q = 2. We will again determine the threshold and support conditions
of ĉ by some algebraic juggling. More precisely, we will decouple the entries
of ĉ and introduce a re-ordering of the coefficients which allows for an explicit
expression of the threshold. For all k and j, the defining variational equation
(3.13) now has the form
0
|ĉk,j | = |yk,j
| − wk,j kĉk kwk ;1 ,
0 |−|ĉ
|yk,j
k,j |
wk,j
0 |−|ĉ
wk,l (|yk,j
k,j |)
.
wk,j

yielding kĉk kwk ;1 =
0 |−
|ĉk,l | = |yk,l

X

Wwk :=

∀k, j. Then, ∀k, j, l with ĉk,j 6= 0 and ĉk,l 6= 0:
Now introduce the abbreviations

|||yk0 |||wk =

2
wk,l
,

(3.17)

l:|ĉk,l |6=0

X

0
wk,l |yk,l
| and ρk := kĉk kwk ;1 ,

l:|ĉk,l |6=0

and consider
ρk =

X

wk,l |ĉk,l |

l

=

X

wk,l

0
|−
|yk,l

0 | − |ĉ |)
wk,l (|yk,j
k,j

l:|ĉk,l |6=0


=


X

0 
wk,l |yk,l
| − Wwk

l:|ĉk,l |6=0

!

wk,j

(3.18)

0 | − |ĉ |
|yk,j
k,j

wk,j

= |||yk0 |||wk − Wwk ρk ,
that is,
ρk =

|||yk0 |||wk
.
1 + Wwk

(3.19)

This is still an implicit expression as it depends on the support set {l : |ĉk,l | =
6
0 | > w ρ }. For explicitly characterizing the support, consider for
0} = {l : |yk,l
k,l k
every k a sequence of indices jk , such that the sequence of ratios rk,jk :=

0
|yk,j
|
k

wk,jk
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is decreasing. Now choose Jk such that rk,Jk +1 ≤ ρk < rk,Jk , that is, all
jk = 1, . . . , Jk belong to the support of ĉ. Using (3.18), we infer
rk,Jk +1 ≤

JX
k +1

Jk
X

2
(rk,jk − ρk ) and rk,Jk >
wk,j
k

2
(rk,jk − ρk )
wk,j
k

jk =1

jk =1

which finally yields
rk,Jk +1 ≤

JX
k +1

2
(rk,jk − rk,Jk +1 ) and rk,Jk >
wk,j
k

Jk
X

2
(rk,jk − rk,Jk ).
wk,j
k

jk =1

jk =1

Therewith, we have an implicit characterization of Jk which is, however, independent of ĉ. We can thus re-write
Wwk =

Jk
X

2
wk,j
,
k

and

|||yk0 |||wk

=

jk =1

Jk
X

0
wk,jk |yk,j
|.
k

jk =1

By taking into account (3.19), (3.17) and (3.14), we conclude
!+
wk,j
|||yk0 |||wk
0
ĉk,j = yk,j 1 −
.
0 |
(1 + Wwk ) |yk,j

Remark 3.7. Note that the main effort in proving the theorem was to show that


1
1
2
q
kc − ak2 + kckw,p,q
Sw,p,q (a) = argmin
2
q
c∈Hc
for any a ∈ Hc . We could then simply conclude the proof by setting a = Φ∗ y, since
Φ was assumed to be unitary.
Remark 3.8. As the coefficients in the variational equation (3.13) are coupled, the
situation is rather delicate in the general case 1 ≤ p, q ≤ ∞ and has been partially
studied by [Kowalski, 2009a, ?, Teschke and Ramlau, 2007]. Note that the case
p = 1, q > 1 is solved by an elitist Lasso, also. The proof works equally well in that
wk,j
case, yielding a threshold ξ(k,j),w (zk,j ) = ρk |zk,j
| , where ρk is the positive solution of
the equation
1

ρkq−1 + Wwk ρk = |||zk |||wk .
For p = 1, 1 < q < 2, Kowalski [2009a] shows that in the finite dimensional case,
there is a fixed point algorithm which converges to the solution.
Remark 3.9. The solution of the Tykhonov-regularized inverse problem p = q = 2
which controls the solution’s energy (called ridge regression in statistics and method
of frames in signal processing) is given here in the unifying framework of a generalized

25

STRUCTURED SPARSE RECOVERY

soft-thresholding operation. In fact, in this case this is not “real” thresholding, since
w
ξ(z) = 1+wγ γ < 1, i.e. Sξ,w (z) 6= 0 ∀z 6= 0 - no non-zero coefficients are actually set
to zero. Therewith, Tykhonov regularization does not yield sparsity, which makes it
unappropriate for many situations. However, it still bears the advantage of having
a closed form solution for general linear operators: ĉ = (Φ∗ Φ + Iw)−1 Φ∗ y, which is
derived from the variational equations of (3.7).
Having determined the thresholds for p, q ∈ {1, 2}, we can prove the following
corollary which rewrites the mixed norm regularization as a weighted `1 penalty.
Later on, the analog in the general linear case will help to generalize the proof of
convergence of the iterative thresholding algorithm to mixed norms.
Corollary 3.10 (Kowalski [2009a]). Let Φ be unitary and w = wγ strictly positive.
Then there is a strictly positive sequence u = (uγ )γ∈Γ depending on the minimizer ĉ
of Lw,p,q , such that the minimizer and minima of Lw,p,q and Lu,1 coincide.
Proof. The proof is skipped in the original publication. Let ĉ denote the minimizer
of Lw,p,q and c̃ the minimizer of Lu,1 . By (3.13), we have
q−p
0
| − wk,j |ĉk,j |p−1 kĉk kw
.
|ĉk,j | = |yk,j
k ,p

Set

uγ :=

wk,j |ĉk,j |p−1 kĉk kq−p
6 0
wk ,p if |ĉγ | =
0
b > |yk,j |
otherwise.

We thus obtain

0
0
0
) = ei arg(yk,j ) |yk,j
| − wk,j |ĉk,j |p−1 kĉk kq−p
c̃k,j = Su,1 (yk,j
wk ,p = ĉk,j
0 ) = 0 = ĉ , otherwise. Furthermore, the penalties
for ĉk,j 6= 0, and c̃k,j = Su,1 (yk,j
k,j
and therewith the minimization functionals take the same value at ĉ:
X
kĉku,1 =
wk,j |ĉk,j |p−1 kĉk kq−p
w ,p |ĉk,j |
k

k,j:ĉk,j 6=0

=

X

q−p
kĉk kw
,p
k

k

=

X

wk,j |ĉk,j |p

j

kĉkqw,p,q .

Let us now generalize the scenario of sparse orthonormal representation by allowing for finite unions of orthonormal bases (that is, Φ consists of a finite concatenation
of orthogonal matrices). The corresponding blocks of coefficients shall be regularized separately by different mixed norms. The following adaptation of the so called
block coordinate relaxation (BCR) algorithm, proposed by Sardy et al. [2000], gives
a straight-forward solution to the generalized problem in finite dimensions. It is obtained as the limit of an iterative sequence, where in each iteration step k, the minimization problem is solved separately (i.e. block -wise) for the respective orthonormal

3.2 Orthonormal Bases and Mixed-Norms

26

bases. While the main idea of the algorithm is straight-forward, it requires some patience to formally notate it. The proof of convergence of the algorithm relies on the
machinery of convex optimization and is only valid in finite dimensional spaces, so far.
Let Hc and Hs be finite (!) dimensional vector spaces. We write Hc = Hc,1 ×
· · · × Hc,M , the coefficient space, c = (c[1] , ..., c[M ] )T , and consider the overcomplete
dictionary Φ = ⊕M
→ Hs is an orthogonal
i=1 Φi : Hc → Hs , where each Φi : Hc,iP
P
basis, and Φc = i Φi c[i] . The penalty measure Ψ(c) = M
i=1 Ψi (c[i] ) is a sum of
mixed norms with their respective parameters w[i] , pi , qi . We then seek to minimize
X
X 1
1
1
kc kqi
.
ky − Φck22 + Ψ(c) = ky −
Φi c[i] k22 +
2
2
qi [i] w[i] ,pi ,qi
i

(3.20)

i

Let Sw[i] ,p,q denote the soft thresholding operator as defined in theorem (3.6) for
the respective w[i] , p and q. Finally, set
Φ−j := ⊕ Φi , and c[−j] := (c[1] , . . . , c[j−1] , c[j+1] , . . . , c[M ] )T .
i6=j

This adaptation of the BCR-algorithm uses the systematic cycling rule, which works
well if the number of orthogonal bases M is rather small (which is the case in most
applications in image and audio processing). We state the algorithm in pseudo-code.
Algorithm 3.11 (BCR).
Let (c0[1] , ..., c0[M ] )T ∈ Hc
Do
For i = 1 : M
k+1
1. r[i]
= y − Φ−i ck[−i]
∗ k+1
2. ck+1
[i] = Sw[i] ,pi ,qi (Φi r[i] )

Until convergence
Theorem 3.12 (Sardy et al. [2000]). Let Φi , i = 1, . . . , M , be orthogonal matrices
and y ∈ CL . Then, the sequence ck = (ck[1] , . . . , ck[M ] ) ∈ Hc , given by the BCRalgorithm, converges to the minimizer of (3.20).
The proof, as noted in Sardy et al. [2000], is based on the fact that the minimization functional (3.20) bears a separable structure. It can be re-written as
X
ν(c) +
hγ (cγ )
γ

such that ν(c) = ky − Φck22 is a differentiable convex functional in c and hγ (cγ ) =
uγ |cγ |, i.e. each hγ is continuous and convex. u = uγ is obtained by a concatenation
of strictly positive sequences as given in corollary (3.10). Exploiting this separable
convex structure, the claim follows with Tseng [1993].
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Frames and the `1 -penalty

In the preceding subsection, we have solely considered orthonormal bases. Now, the
soft-thresholding results will be generalized to frames or general linear operators.
The minimizer will then be obtained by a soft-thresholded Landweber iteration, going
back to Landweber [1951], who proposed it (without the thresholding step) for the
approximate solution of inverse integral operator problems. The modified scheme
consists of a gradient descend followed by soft-thresholding in every step of the
iteration.
The main idea of the proof of convergence is to use surrogate functionals to decouple the variational equations and apply Opial’s theorem [Opial, 1967] to establish
weak convergence. The setting then implies strong convergence as well. Initially
published by Daubechies et al. [2004] for the general frame and `1 -penalty case, the
proof has already become a somewhat classic result and is re-stated in ?, Teschke
[2007] (treating the multi-frame-penalty case) and Mallat [2009] (discussing the finite
dimensional case only).
Here, we verify the results in the case of `1 -penalization and one frame along
the lines of the initial proof and make some adjustments to adapt the proofs to our
setting of complex vector spaces.
We begin by stating the first result of this part which we are aiming at, the
weak convergence of the thresholded Landweber iteration. For this and the following
subsection let Sw denote the Lasso-soft-threshold operator (corresponding to Ψ =
k · kw,1,1 = k · kw,1 ) as given in Theorem 3.6. Also, we will from time to time skip
the index of the `2 -norm k · k2 = k · k, in case confusion is impossible.
Theorem 3.13 (Daubechies et al. [2004]). Let Hc and Hs be complex Hilbert-spaces
and Φ : Hc → Hs be a bounded linear operator s.t. kΦk < 1. Let the weights
w = (wγ )γ be uniformly bounded from below, i.e. wγ ≥ w̄ > 0. Then, for arbitrary
c0 ∈ Hc , the sequence (χn (c0 ))n∈N ⊂ Hc with
χ(c) = Sw (c + Φ∗ (y − Φc))
converges weakly to a minimizer of Lw,1 .
Remark 3.14. If Φ has a trivial null space, the above minimizer is unique since
the minimization functional is strictly convex in that case. Regarding Gabor-frames,
this condition will never be fulfilled, however.
Remark 3.15. The iteration cn+1 = (χn+1 (c0 ))n+1 = Sw (cn + Φ∗ (y − Φcn )) is called
iterative soft-thresholding algorithm (ISTA) or thresholded Landweber iteration.
In order to prove the theorem, we will show that the above defined sequence
satisfies the conditions of the following theorem, as given in Opial [1967] and recalled
by Daubechies et al. [2004] with a simplified proof. For the sake of brevity, we will
skip the proof here.

3.3 Frames and the `1 -penalty

28

Theorem 3.16 (Opial [1967]). Let the mapping χ from a Hilbert-space H to itself
satisfy the conditions
(i) χ is nonexpansive, i.e. kχ(c) − χ(a)k2 ≤ kc − ak2 ∀c, a ∈ H,
(ii) χ is asymptotically regular, i.e. ∀c ∈ H : kχn+1 (c) − χn (c)k2 → 0 for n → ∞,
(iii) the set Fix(χ) of fixed points of χ is non-empty.
Then, ∀c0 ∈ H, the sequence (χn (c0 ))n∈N converges weakly to a fixed point in Fix(χ).
For establishing the conditions of Opial’s Theorem, we introduce a latent variable
in the minimization problem and define the surrogate functional :
1
1
1
LS (c, a) := ky − Φck22 + kck1,w + kc − ak22 − kΦc − Φak22 .
2
2
2

(3.21)

Obviously, LS (c, c) = L(c) ∀c ∈ Hc . We further obtain
kc − ak22 − kΦc − Φak22 ≥ C̃kc − ak22

(3.22)

with C̃ = (1 − kΦk2 ) > 0, which implies
L(c) ≤ LS (c, a)

(3.23)

and
LS (c, a) − LS (c, c) ≥

C̃
kc − ak22
2

(3.24)

for all c, a ∈ Hc .
The following fundamental lemma introduces the thresholded Landweber step
(as defined by χ above) as the minimizer of the surrogate functional for some fixed
a ∈ Hc . It shows that the the surrogate functional decouples the problem into
scalar problems, which are solved by the soft-thresholding operator as shown in the
orthogonal case.
Lemma 3.17. Under the assumptions of Theorem 3.13, the surrogate L(·, a) (with
a ∈ Hc fixed) is uniquely minimized by a thresholded Landweber step. It is
argmin LS (c, a) = χ(a) = Sw (a + Φ∗ (y − Φa)).

(3.25)

c∈Hc

Proof. Consider the development of the squared norms
2LS (c, a) = ky − Φck2 + 2kck1,w + kc − ak2 − kΦc − Φak2
= kck2 + 2kck1,w − 2Rehc, ai + Rehc, 2Φ∗ (Φa − y)i + kak2 − kΦak2 + kyk2
= kck2 + 2kck1,w − 2Rehc, a + Φ∗ (y − Φa)i + C1
= kc − a + Φ∗ (y − Φa)k2 + 2kck1,w + C2
where C1 and C2 are constants independent of c. Now, the claim follows directly
from the `1 part of Theorem 3.6 and Remark 3.7.
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The following three lemmata establish the conditions of Opial’s theorem for the
sequence generated by ISTA. Let therefore the assumptions of Theorem 3.13 be valid
for the rest of this subsection.
Lemma 3.18. The operators Sw and χ are non-expansive.
Proof. We adapt the proof of Daubechies
valued case. For
Pet al. [2004] to the complex
2
2
a, b ∈ Hc we have kSw (a) − Sw (b)k = γ∈Γ |Swγ (aγ ) − Swγ (bγ )| . Hence, it suffices
to argue component-wise. Let αγ := arg(aγ ), βγ := arg(bγ ). For |aγ |, |bγ | > wγ we
have
|Swγ (aγ ) − Swγ (bγ )|2 = |ei(αγ −βγ ) (|aγ | − wγ ) − (|bγ | − wγ )|2 ≤ |aγ − bγ |2
⇐⇒ (|aγ | − wγ )2 + (|bγ | − wγ )2 − 2(|aγ | − wγ )(|bγ | − wγ ) cos(αγ − βγ )
⇐⇒ 2wγ2



≤ |aγ |2 + |bγ |2 − 2|aγ ||bγ | cos(αγ − βγ )



1 − cos(αγ − βγ ) − 2wγ (|aγ | + |bγ |) 1 − cos(αγ − βγ ) ≤ 0



⇐⇒ |aγ | + |bγ | − wγ 1 − cos(αγ − βγ ) ≥ 0

which is true, since we assumed |aγ |, |bγ | > wγ . For |aγ | > wγ ≥ |bγ |,
|Swγ (aγ ) − Swγ (bγ )| = |aγ | − wγ ≤ |aγ | − |bγ | ≤ |aγ − bγ |.
W.l.o.g. the last remaining case is wγ ≥ |aγ |, |bγ |, where there is nothing to show.
The non-expansiveness of χ follows right away: Let c ∈ Hc s.t. kck = 1. Then
0 ≤ kΦck2 < 1 ⇐⇒ 1 ≥ kck2 − RehΦ∗ Φc, ci > 0 ⇐⇒ 1 ≥ Reh(I − Φ∗ Φ)c, ci > 0,
i.e. kI − Φ∗ Φk ≤ 1. Conclusively,
kχ(a) − χ(b)k = kS(a + Φ∗ (y − Φa)) − S(b + Φ∗ (y − Φb))k
≤ k(I − Φ∗ Φ)(a − b)k
≤ kI − Φ∗ Φkka − bk
≤ ka − bk.

Note that in general ker(Φ) 6= {0}, so we do not have kI − Φ∗ Φk < 1. If that
would be the case, χ would be a contraction and the proof would be finished right
away with the Banach fixpoint theorem.
Lemma 3.19. The iteration (χn (c0 ))n is asymptotically regular.
Proof. We write cn := χn (c0 ) and prove the assertion by verifying three subclaims.
(i) (L(cn ))n is non-increasing:
L(cn ) = LS (cn , cn ) ≥ LS (cn+1 , cn ) ≥ LS (cn+1 , cn+1 ) = L(cn+1 )
where the two estimates follow with lemma (3.17) and (3.23).
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(ii) cn is bounded in `2 :
L(c0 ) ≥ L(cn ) ≥ kcn k1,w ≥ w̄kcn k1 ≥ w̄kcn k2
where wγ ≥ w̄ > 0 ∀γ ∈ Γ.
(iii) cn is asymptotically regular: Using (3.23) and (3.24) we get
|L(cn+1 ) − L(cn )| ≥ |L(cn+1 ) − LS (cn , cn+1 )| ≥

C̃ n
kc − cn+1 k.
2

cn is bounded and (L(cn ))n is non-increasing and non-negative, so it converges
and the first term above tends to 0 for n → ∞. That implies the asymptotic
regularity of cn = χn (c0 ).

Lemma 3.20. c = argminL(c0 ) ⇔ χ(c) = c and Fix(χ) is non-empty.
c0

Proof. The first claim directly implies the second, since L is a convex functional
which has a minimizer. Now, let c = (cγ )γ∈Γ be the minimizer of LS (·, a). Starting
with a lengthy norm expansion, we obtain for any h, a ∈ Hc
2LS (c + h, a) = kΦc − yk2 + 2RehΦc − y, Φhi + kΦhk2
X
+2
wγ (|cγ + hγ | − |cγ |) + 2kck1,w
γ

+ kc − ak2 + 2Rehh, c − ai + khk2 − kΦc − Φak2
− 2RehΦ(c − a), Φhi − kΦhk2
= 2LS (c, a) + khk2
X
+2
wγ (|cγ + hγ | − |cγ |) + 2Rehh, c − a − Φ∗ (y − Φa)i

(3.26)

γ

We show that the last row (3.26) of the above expansion is larger or equal to zero.
Set Γ0 := {γ : cγ = 0} and Γ1 := Γ \ Γ0 , ã := a + Φ∗ (y − Φa), θγ := arg(ãγ ) and
ϑγ := arg(hγ ). By lemma (3.17), we have c = Sw (a + Φ∗ (y − Φa)). Taking all this
together and substituting for c, we can rewrite row (3.26) by
o
Xn
2
wγ |hγ | − Re[hγ ãγ ]
γ∈Γ

0
i
o
Xn  h
iθγ
+2
Re hγ e (|ãγ | − wγ ) − ãγ + wγ (|cγ + hγ | − |cγ |) .

γ∈Γ1

If γ ∈ Γ0 , we have |ãγ | ≤ wγ , i.e. Re[hγ ãγ ] = cos(ϑγ + θγ )|hγ ||ãγ | ≤ wγ |hγ |, meaning
that the first sum is larger or equal to zero.
For verifying that that each component of the second sum-term is positive, we
assume w.l.o.g. that θγ = arg(cγ ) = 0. We have
−Re(ei0 hγ ) + |cγ + hγ | − |cγ | ≥ 0
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⇐⇒ |cγ + hγ | ≥ Re(hγ ) + |cγ | = Re(hγ + cγ ),
which is true, since |z| ≥ Re(z) ∀z ∈ C. We have thus established
1
LS (c + h, a) − LS (c, a) ≥ khk2
2
for all a, h and minimizers c of LS (·, a). Now assume c = χ(c), i.e. c minimizes
L(·, c) which implies
1
LS (c + h, c) ≥ LS (c, c) + khk2 ∀h.
2
As LS (c + h, c) = L(c + h) + 12 khk2 − 12 kΦhk2 , we conclude
1
L(c + h) ≥ L(c) + kΦhk2 ∀h,
2
i.e. c also minimizes L. On the other hand, if c minimizes L, then it also minimizes
LS (·, c) which by Lemma (3.17) implies c = χ(c).
The previous three lemmata together with Opial’s Theorem now yields the weak
convergence of the IST algorithm. We proceed by showing that even strong convergence holds.
Theorem 3.21 (Daubechies et al. [2004]). Under the assumptions of Theorem 3.13,
the sequence of iterates (cn )n∈N with
cn+1 = Sw (cn + Φ∗ (y − Φcn ))
converges strongly to a minimizer of Lw,1 .
As in the previous elaborations, the theorem will be proven in a series of three
sub-claims. Let us introduce some notation first. We denote by c? := w- limn cn
the weak limit of the sequence cn . Furthermore, set h := c? + Φ∗ (y − Φc? ) and
µn := cn − c? . Using this terminology, this part is about proving that kµn k2 → 0 as
n → ∞. The first two lemmata yield a condition on µn which will be necessary for
applying the third lemma.
Lemma 3.22. kΦµn k22 → 0 for n → ∞.
Proof. It suffices to show that the LHS of the inequality
kµn k2 − k(I − Φ∗ Φ)µn k2 = 2kΦµn k2 − kΦ∗ Φµn k2
≥ 2kΦµn k2 − kΦ∗ k2 kΦµn k2
≥ kΦµn k2

(3.27)

tends to zero for n → ∞. We have
(i) kSw (h + (I − Φ∗ Φ)µn ) − Sw (h)k ≤ k(I − Φ∗ Φ)µn )k ≤ kµn k, since Sw is nonexpansive (Lemma 3.18).
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(ii) cn+1 = Sw (cn +Φ∗ (y−Φcn )) = Sw (h+(I −Φ∗ Φ)µn ). Further, c? is a fixed-point
of the iterative sequence cn : c? = Sw (h).
(iii) kcn+1 − cn k → 0 by asymptotic regularity of cn (Lemma 3.19).
These three points imply
0 ≤ kµn k − k(I − Φ∗ Φ)µn k ≤ kSw (h + (I − Φ∗ Φ)µn ) − Sw (h) − µn k
(i)

(i)

= kµn+1 − µn k
(ii)

= kcn+1 − cn k → 0 for n → ∞.

(3.28)

(iii)

On the other hand,
kµn k + k(I − Φ∗ Φ)µn k ≤ 2kµn k = 2kcn − c? k ≤ C̃
for some constant C̃, because cn is uniformly bounded (cp. Lemma 3.19, part (ii) of
the proof). Combining this with (3.28) and (3.27) proves the claim.
Lemma 3.23. kSw (h + µn ) − Sw (h) − µn k2 → 0 for n → ∞.
Proof. Consider the estimate
kSw (h + µn ) − Sw (h) − µn k
≤ kSw (h + (I − Φ∗ Φ)µn ) − Sw (h) − µn k + kSw (h + µn ) − Sw (h + (I − Φ∗ Φ)µn )k
≤ kSw (h + (I − Φ∗ Φ)µn ) − Sw (h) − µn k + kΦ∗ Φµn k.
Both terms tend to zero for n → ∞: the first because of (3.28) and the second
because of the previous lemma.
Lemma 3.24. If a ∈ Hc and (bn )n∈N ⊂ Hc , with weak limit w-limn bn = 0, and
limn kSw (a + bn ) − Sw (a) − bn k2 = 0, then kbn k2 → 0 for n → ∞.
Proof. For every n, we will partition the index set Γ into Γ0 , Γ1,n and Γ01,n . It will
be shown that convergence takes place on the former two sets of indices and that the
latter must be empty for n sufficiently large.
For w̄ := inf γ wγ , define a finite set Γ0 ⊂ Γ such that for Γ1 := Γ \ Γ0 ,
X
γ∈Γ1

w̄
|aγ |2 ≤ ( )2 .
4

The weak convergence of bn implies convergence on this finite set Γ0 :
X
n→∞
|bnγ |2 −→ 0.
γ∈Γ0
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Now, set Γ1,n := {γ ∈ Γ1 : |bnγ + aγ | < wγ } and Γ01,n := Γ1 \ Γ1,n . If γ ∈ Γ1,n , we
have 0 = Swγ (aγ + bnγ ) = Swγ (aγ ), where the last equality is due to |aγ | ≤ w̄4 ≤ wγ .
Thus |Swγ (aγ + bnγ ) − Swγ (aγ ) − bnγ | = |bnγ |, implying
X

|bnγ |2 ≤

γ∈Γ1,n

X

n→∞

|Swγ (aγ + bnγ ) − Swγ (aγ ) − bnγ |2 −→ 0.

γ∈Γ

P
n 2
0
It remains to verify that
γ∈Γ01,n |bγ | → 0 for n → ∞. Let γ ∈ Γ1,n , that is,
|aγ + bnγ | ≥ wγ and wγ − w̄4 > |aγ |. Hence, we obtain
|bnγ − Swγ (aγ + bnγ ) + Swγ (aγ )| = |bnγ − Swγ (aγ + bnγ )|

= bnγ − exp(i arg(aγ + bnγ )) |aγ + bnγ | − wγ
≥ | exp(i arg(aγ + bnγ ))wγ | − | exp(i arg(aγ + bnγ ))(|aγ + bnγ |) − bnγ |
= wγ − |aγ |
w̄
>
4
which yields
X
γ∈Γ01,n

|Swγ (aγ + bnγ ) − Swγ (aγ ) − bnγ |2 ≥

 w̄ 2
4

#Γ01,n .

P
By assumption, however, γ∈Γ0 |Swγ (aγ + bnγ ) − Swγ (aγ ) − bnγ |2 → 0 for n → ∞.
1,n
So Γ01,n must be empty for n large enough, which concludes the proof.
Proof of Theorem 3.21. By Theorem 3.13, µn converges weakly to zero for n →
∞. Lemma 3.24 shows that this convergence is strong, if µn fulfills the additional
condition limn kSw (a + µn ) − Sw (a) − µn k2 = 0, which was verified by Lemma 3.23
before.

3.4

Generalizations to structured multi-layer decomposition

We proceed to extend the previous convergence results to the scenario dealing with
finitely many frames which are penalized separately by mixed norms. A technical
term for this situation could be multi-frame decomposition with mixed-norm multiconstraints (using the jargon of Teschke [2007]). This venture aims at extracting
multiple structured layers of a signal, and therefore we will primarily use the simpler
term structured multi-layer decomposition. In this subsection, we will thus achieve
two generalizations at once - firstly from single-frame to multi-frame/penalty expansions (due to Teschke [2007] - introducing multiple layers), and secondly from `1 - to
`p,q -penalties (as proposed by Kowalski [2009a] - introducing structured shrinkage).
Let us note that in an important contribution Combettes and Wajs [2006] present
an approach for signal recovery which contains the mentioned approaches as special
cases. As a central notion they feature the proximity operator, which can be considered as a generalized projection mapping. They prove that strong convergence of a
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generalized ISTA, the so called proximal forward-backward
splitting algorithm, even
√
holds under the relaxed condition of kΦk < 2. However, as we strive for this thesis
to be as self-contained as possible, it is out of scope to integrate this contribution
(which is itself not at all self-contained) and so we follow the bottom-up pathway of
Daubechies-Teschke-Kowalski.
The following proves the strong convergence of the generalized form of the iterated soft-thresholding algorithm in three steps. At first weak convergence is proven
along the lines of the `1 -proof. Subsequently, a similar result as Corollary (3.10) is
shown, connecting the general with the `1 -case. This finally allows to prove strong
convergence on the basis of the result for the `1 -case. Let us start by introducing
some notation.7
Let Hc and Hs denote the coefficient and signal (Hilbert-) spaces, respectively.
We have Hc = Hc,1 × · · · × Hc,M , M ∈ N, so each coefficient is of the form
c = (c[1] , ..., c[M ] )T ∈ Hc . In its full glory, the single time-frequency coefficient of
layer i will then be denoted as c[i]k,j and as usual, c[i]k := (c[i]k,j )j will denote the
subsequence of members belonging to group k.
P
The operator will be written out as Φ = ⊕M
i=1 Φi : Hc → Hs , Φc =
i Φi c[i] ,
where each Φi : Hc,i → Hs is a frame or a general bounded linear operator. W.l.o.g.
P
we again assume that kΦk := M
i=1 kΦi k < 1, which can be achieved by suitable
rescaling of the minimization problem.
Let the sequences of strictly positive weights be collected together by w =
(w[1] , . . . , w[M ] ) and we introduce the multi-indices p = (p1 , . . . , pM ), q = (q1 , . . . , qM )
with pi , qi ∈ {1, 2}. The
mixed norms on this extended Hc are simply
P weighted
qi
q
defined as kckw,p,q :=
i kc[i] kw,pi ,qi . Consequently, the penalty measure Ψ(c) =
PM 1
q
qi
1
i=1 qi kc[i] kw[i] ,pi ,qi , acts on each layer of coefficients separately.
q kckw,p,q =
We update the multi-layered Lagrangian correspondingly by setting
X
X 1
1
Lw,p,q (c) := ky −
Φi c[i] k22 +
kc kqi
.
(3.29)
2
qi [i] w[i] ,pi ,qi
i

i

Finally, let Sw,p,q = (Sw[1] ,p1 ,q1 , , . . . , Sw[M ] ,pM ,qM , ) denote the concatenated soft
thresholding operator, acting separately on each c[i] and each Sw[i] ,pi ,qi , is the softthresholding operator as defined in theorem (3.6) for parameters w[i] , pi , qi .
Example 3.25. Multi-layer signal decomposition are frequently used in audio signal
processing. Often, the goal is to decompose audio into a tonal, transient, and noisy
layer. Therefore, one could e.g. choose to set Φ1 as a Gabor frame with long windows
(e.g. around 100ms), in which tonal components are sparsely represented, while using
Ψ1 = `1 as penalty on this layer to assume independent coefficients.
Conversely, the transient components are sparsely represented in Gabor frames
using short windows (e.g. around 5ms), i.e. Φ2 would be chosen accordingly. In
7

We try to keep the surface as clean as possible. At times, however, the bottom-level of the
following notation might appear quite cumbersome (and not necessarily as a direct pathway to the
great land of abstract elegance and beauty).
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conjunction with the penalty Ψ2 = `2,1 (corresponding to the Group-Lasso) with
group labels as time-labels of the expansion, we obtain a nice transient estimator,
which preserves transients in broad band.
The corresponding Lagrangian
1
ky − Φ1 c[1] + Φ2 c[2] k22 + kc[1] kw[1] ,1 + kc[2] kw[2] ,2,1
2
is then minimized by c? = (c?[1] , c?[2] ), where Φ1 c?[1] is the tonal and Φ2 c?[2] the transient
signal layer.
Using this formalism, we state the natural extension of Theorem 3.21 to structured multi-layered expansions. It builds on the work by Daubechies et al. [2004],
Teschke [2007].
Theorem 3.26 (Kowalski [2009a]). Let M ∈ N and Φ, Ψ, c, w, p, q be the concatenated multi-layer operators, coefficients, weights and parameters (resp.) as defined
in the preceding paragraph. Let each Φi be a linear bounded operator such that
kΦk < 1, w[i] a positive sequence and strictly bounded from below, and pi , qi ∈ {1, 2}
for i = 1, . . . , M. Then for any c0 ∈ Hc , the iterative sequence
cn+1 = Sw,p,q (cn + Φ∗ (y − Φcn ))

(3.30)

converges weakly to the minimizer of Lw,p,q .
Remark 3.27. In practice, iterative sequence (3.30) is constructed by the following
algorithm (given in pseudo-code).
Algorithm 3.28 (Multi-layered ISTA).
Let (c0[1] , ..., c0[M ] )T ∈ Hc
Do
For i = 1 : M
n
∗
n
cn+1
[i] = Sw[i] ,pi ,qi c[i] + Φi (y − Φc )



EndFor
Until convergence
Note that for every update cn+1
the algorithm only uses the information of the
[i]
n
previous c . On the contrary, the BCR algorithm (3.11) for unions of orthogonal bases, given in Section 3.6, uses for any cn+1
also all other available updates
[i]
n+1
(cn+1
[1] , . . . , c[i−1] ).

We complete the notes of Kowalski [2009a] for proving the theorem. As in the
previous case, the proof consists of checking the validity of lemmata (3.17)-(3.20) for
the extended case, in order to be able to apply Opial’s Theorem 3.16. Let us begin
by updating the definition of the surrogate functional to the multi-layered situation.
X 1
1
1
1
LSw,p,q (c, a) := ky − Φck22 +
kc kqi
+ kc − ak22 − kΦc − Φak22 .
2
qi [i] w[i] ,pi ,qi 2
2
i

Analogue to Lemma 3.17, we state

3.4 Generalizations to structured multi-layer decomposition

36

Lemma 3.29. Let pi , qi ∈ {1, 2} for i = 1, . . . , M . Under the additional assumptions
of Theorem 3.26, the surrogate functional is minimized (with fixed second argument)
by a soft-thresholded Landweber step:
argmin LSw,p,q (c, a) = Sw,p,q (a + Φ∗ (y − Φa)).
c∈Hc

Proof. The proof is analogous to the one of Lemma 3.17. We can write
2LS (c, a) = kc − a + Φ∗ (y − Φa)k2 + Ψ(c) + C2

M 
X
1
∗
2
qi
=
kc[i] − a[i] + Φi (y − Φa)k + kc[i] kw[i] ,pi ,qi + C2
qi
i=1

C2 is independent of c and
 for every i, the above summands are minimized by
Sw[i] ,pi ,qi a[i] + Φ∗i (y − Φa) (cp. Theorem 3.6 and Remark 3.7), which also proves
the assertion in the multi-layered case.
Since the estimates of (i) and (iii) of Lemma 3.19 between the surrogate functional with different arguments still hold for the updated case, we only have to verify
that we can bound cn in `2 , to obtain asymptotic regularity of the iterates (cp.
Lemma 3.19).
Lemma 3.30 (Kowalski [2009a]). Let w[i]γ ≥ w̄ > 0 ∀i = 1, . . . , M and let cn
be the soft-thresholded Landweber iteration defined in Theorem 3.26. Then kcn k is
uniformly bounded in n and the estimate8
kcn k2 ≤

M
X

i
w̄−4/pi qi2 kyk2l
2

i=1

holds true where li = 7 − r − 2v/r.
Proof. It is Ψ(cn ) ≤ L(cn ) ≤ L(c0 ), as the L(cm ) are also in the generalized case
non-increasing. Consequently, for any i,
1 n qi
1
kc[i] kw[i] ,pi ,qi ≤ L(c0 ) and kcn[i]k kqwi[i] ,pi ≤ L(c0 ).
qi
qi

(3.31)

In the following, we argue for each layer separately and consider just one iteration
step n. To clean up the notation, let i ∈ {1, . . . , M } be fixed, and set
m
b := cm
[i] , i.e. bγ := c[i]γ and u := w[i] .

Further, r := pi , and v := qi . Then, by starting with the Cauchy-Schwarz-inequality,
s
2 sX  X
2
XX
2
2
|bk,j |
|bk,j |2
kbk2 ≤
k
8

j

k

j

Note that this bound slightly deviates from the one implicitly stated in Kowalski [2009a].
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=

XX

|bk,j |2

2−v/r  X

j

k

XX



XX

k

≤ max (kbk k22 )2−v/r
k

≤ w̄
≤ w̄

−2v/r2

max
k

2/r

|bk,j |2−r |bk,j |r uk,j w̄−2/r

(kbk k22 )2−v/r

XX






v/r
(2−r)/r
2−r
r
uk,j
|bk,j | uk,j |bk,j |



(2−r)/r



kbk k2−r
u,r

max (kbk k22 )2−v/r max uk,j
max
k

v/r

j

k



k

−2v/r2

v/r

j

k



|bk,j |2

j

k

−2v/r2

v/r

j



≤ max (kbk k22 )2−v/r

≤ w̄

|bk,j |2

k,j

(kbk k22 )2−v/r

XX
k

max
k

|bk,j |2−r


uk,j |bk,j |r

v/r

j

kbkvu,r,v .

Similarly,
kbk k22 =

X

≤

X

|bk,j |2

j
(2−r)/r

uk,j

|bk,j |2−r uk,j |bk,j |r w̄−2/r

j


(2−r)/r X
uk,j |bk,j |r
≤ w̄−2/r max uk,j |bk,j |r
j

≤
=

j

−2/r

2−r
w̄
kbk ku,r
kbk kru,r
w̄−2/r kbk k2u,r .

Since r, v ∈ {1, 2}, we have 2 − v/r ≥ 0 and therewith


kbk22 ≤ w̄−4/r max kbk k6−r−2v/r
kbkvu,r,v .
u,r
k

Switching back to the former notation and using (3.31), we obtain an (admittedly
rather rough) `2 -estimate of the form
kcn[i] k22 ≤ w̄−4/pi qi2 L(c0 )li
where li = 7 − r − 2v/r. Since the process of convergence does not depend on the
choice of c0 , we can choose c0 = 0, i.e. L(c0 ) = kyk22 . Conclusively,
n

kc k2 ≤

M
X

i
w̄−4/pi qi2 kyk2l
2 .

i=1

The last two lemmata we need to check for obtaining the weak convergence via
Opial’s Theorem require the concept of the subdifferential, which we briefly recall.
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Definition 3.31. Let g : H → R be a functional with domain in a Hilbert space.
Then, the subdifferential of g at the point c0 is defined by

∂g(c0 ) := a ∈ H : g(c) − g(c0 ) ≥ Reha, c − c0 i ∀c ∈ H .
Remark 3.32. For g being differentiable at c0 , we have ∂g(c0 ) = {∇g(c0 )}. In case
g is convex, the subdifferential is non-empty for each interior point of its domain.
Furthermore, for g being convex it is (by its very definition)
g(ĉ) = inf g(c) ⇐⇒ g(ĉ) ≤ g(c) + Reh0, c − ĉi ∀c ∈ H ⇐⇒ 0 ∈ ∂g(ĉ).
c

Lemma 3.33. Sw,p,q is non-expansive.
Proof. The proof (not explicated in [Kowalski, 2009a]) can be done by adapting
[Combettes and Wajs, 2006, Lemma 2.4]. As usual, let S = Sw,p,q be the shrinkage
operator and Ψ = Ψw,p,q the penalty functional. Remark 3.7 and Lemma 3.17 clarify
that
n1
o
S(a) = argmin kc − ak2 + Ψ(c)
2
c
holds true for any a ∈ Hc . This implies that
1
0 ∈ ∂ kc − ak2 + ∂Ψ(c) ⇐⇒ 0 ∈ S(a) − a + ∂Ψ(S(a)) ⇐⇒ a − S(a) ∈ ∂Ψ(S(a)).
2
Together with the definition of the subdifferential the last expression yields for points
a, b ∈ Hc

RehS(b) − S(a), a − S(a)i + Ψ(S(a)) ≤ Ψ(S(b))
RehS(a) − S(b), b − S(b)i + Ψ(S(b)) ≤ Ψ(S(a)).
By adding both inequalities and some straight-forward calculations, we obtain
kS(a) − S(b)k2 ≤ RehS(a) − S(b), a − bi
⇐⇒ kS(a) − S(b)k2 ≤ 2RehS(a) − S(b), a − bi − kS(a) − S(b)k2
= ka − bk2 − k(I − S)(a) − (I − S)(b)k2
≤ ka − bk2 ,
which is the desired result.
Lemma 3.34 (Kowalski [2009a]). Under the assumptions of the above theorem, a
sequence c is a fixed-point of the IST-algorithm (3.30) if and only if c minimizes the
multi-layered Lagrangian Lw,p,q (3.29).
Proof. The proof is analogous to the single-layered `1 -case of Lemma 3.20, while here
some slightly generalized terminology is used. In case c minimizes Lw,p,q = L, then
it also minimizes LS (·, c) and by Lemma 3.29 it is c = χ(c) = S(c + Φ∗ (y − Φc)), so
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it is a fixed-point of ISTA. Thus, it again suffices to show that for a fixed-point c of
χ the property
1
L(c + h) ≥ L(c) + kΦhk2 ∀h ∈ Hc
2
S
holds true. Let c be a critical point of L (·, cn ), i.e. 0 ∈ ∂LS (c, cn ). We have
∂LS (c, a) = Φ∗ (Φa − y) + c − a + ∂Ψ(c),
so one can derive in a lengthy calculation (which simply expands the norms - something we will skip here), that for α ∈ ∂LS (c, cn ) and δ ∈ ∂Ψ(c):
1
LS (c + h, cn ) − LS (c, cn ) = hα, hi + khk2 + Ψ(c + h) − Ψ(c) − hδ, hi
2
1
= khk2 + Ψ(c + h) − Ψ(c) − hδ, hi,
(3.32)
2
where hα, hi = 0 since c is a critical point of LS (·, cn ). For b = c + h, the definition
of the subdifferential yields
δ ∈ ∂Ψ(c) ⇐⇒ Ψ(c) + hδ, hi ≤ Ψ(b) ⇐⇒ 0 ≤ Ψ(c + h) − Ψ(c) − hδ, hi.
Combining this inequality with (3.32), we obtain
1
LS (c + h, cn ) − LS (c, cn ) ≥ khk2 .
2
Since LS (c + h, c) = L(c + h) + 12 khk2 − kΦhk2 , we can conclude
1
L(c + h) ≥ L(c) + kΦhk2 .
2

This completes the proof of the weak convergence of the generalized Landwebersequence. For obtaining strong convergence it will be shown in the next step that
there exists a sequence of weights such that the minimizer and minima of the mixednorm and the `u,1 -penalized problem coincide.
Proposition 3.35 (Kowalski [2009a]). Under the assumptions of the previous theorem, there is a strictly positive sequence u = (uγ )γ∈Γ depending on the weak limit c?
of (3.30), such that the IST-algorithms associated to
X 1
1
1
Lw,p,q (c) = ky − Φck22 +
kc kqi
and Lu,1 (c) = ky − Φck22 + kcku,1
2
qi [i] w[i] ,pi ,qi
2
i

reach their minima at the same point c? . The weights u are given coordinate-wise
for all i = 1, . . . , M by
(
−pi
w[i]k,j |c?[i]k,j |pi −1 kc?[i]k kqwi[i]
if c?[i]k,j 6= 0
,p
k i
u[i]k,j =
B
otherwise,
where B ≥

PM

i=1 w̄

−4/pi q 2 kyk2li
i
2

with li = 7 − r − 2v/r.

3.4 Generalizations to structured multi-layer decomposition
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Proof. We concretize the proof of the original publication. Let cn and c̃m denote the
sequences generated by ISTA corresponding to Lw,p,q and Lu,1 , resp., and let c? and
c̃? denote their respective limits.
For all i, k, j s.t. c?[i]k,j = 0, we have u[i]k,j = B which is an upper bound of kc̃n k2
by Lemma 3.30, i.e. c̃?[i]k,j = 0 for all c?[i]k,j = 0. Further, the variational equations
associated to the surrogate LSw,p,q = LSw,p,q (c, a) are for each i of the form
−pi
|c[i]k,j | = |[Φ∗i y + a[i] − Φ∗i Φa]k,j | − w[i]k,j |c[i]k,j |pi −1 kc[i]k kqwi[i]
,p
k i

∗
∗
arg(cγ ) = arg [Φi y + a[i] − Φi Φa]k,j .

Note that for any multi-indices (p, q) the solutions of minc LSw,p,q (c, c? ) as well as of
minc LSw,p,q (c? , c) are unique and given by c? , since the surrogate is strictly convex in
both arguments. Thus, the solution of the variational equations also is unique. We
have
−pi
|c?[i]k,j | = |[Φ∗i y + c?[i] − Φ∗i Φc? ]k,j | − w[i]k,j |c?[i]k,j |pi −1 kc?[i]k kqwi[i]
,p
k i


arg(c?γ ) = arg [Φ∗i y + c?[i] − Φ∗i Φc? ]k,j ,

which can be re-written as
c?[i]k,j = Su[i]


k,j

,1


[Φ∗i y + c?[i] − Φ∗i Φc? ]k,j .

On the other hand, since c̃? is a fixed point of ISTA associated to Lu,1 , it fulfills the
last fixed-point equation and thus the variational equation equally well. Uniqueness
then implies c? = c̃? .
Regarding the penalties, we obtain
X

kc?[i] ku,1 =

k,j:c?[i]

=

X

k,j

?
−pi
w[i]k,j |c?[i]k,j |pi −1 kc?[i]k kqwi[i]
,pi |c[i]k,j |
k

6=0

−pi
kc?[i]k kqwi[i]
,pi
k

k

=

X

w[i]k,j |c?[i]k,j |pi

j

qi
kc?[i]k,j kw
,
[i]k ,pi ,qi

which implies Lw,p,q (c? ) = Lu,1 (c? ).

Strong convergence can now be shown by using the previous theorem and the
corresponding result of the `u,1 -case.
Theorem 3.36 (Kowalski [2009a]). Under the assumptions of Theorem 3.26, the
sequence cn , generated by the IST-algorithm, converges strongly to a minimizer of
Lw,p,q .
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Proof. Let c̃m be the sequence generated by ISTA corresponding to the functional
Lu,1 , with u as given in the previous proposition. Then Theorem 3.21 implies strong
convergence of c̃m to c̃? = c? , the minimizer of Lu,1 and Lw,p,q , which is the weak
limit of the ISTA corresponding to Lw,p,q .
n
We
√ prove that this implies the strong convergence of c . Define the operator
∗
L := I − Φ Φ. As L is self adjoint, we obtain
1
1
LS (cn , c̃m ) = L(cn ) + kcn − c̃m k2 − kΦ(cn − c̃m )k2
2
2
1
= L(cn ) + hL∗ L(cn − c̃m ), cn − c̃m i
2
1
n
= L(c ) + kL(cn − c̃m )k2 .
2
Furthermore,
m→∞

n→∞

LS (cn , c̃m ) −−−−→ LS (cn , c? ) −−−→ LS (c? , c? ) = L(c? ),
n,m→∞

strongly

implying kL(cn − c̃m )k2 −−−−−→ 0. Recall that c̃m −−−−−→ c? for m → ∞. Thus,
for any ε > 0 there are N, M̃ such that for all n > N, m > M̃
1
kL(cn − c̃m )k = |LS (cn , c̃m ) − L(cn )|1/2 < ε
2

and

kc̃m − c? k < ε.

Let µ be a strictly positive lower bound of the spectrum of L∗ L. We can then
conclude by estimating


2
1
n
m
n
?
n
m
m
?
+ 1 ε,
kc − c k ≤ kc − c̃ k + kc̃ − c k < kL(c − c̃ )k + ε <
µ
µ
which yields strong convergence of cn .
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4
4.1

Convergence properties and accelerations
From ISTA . . .

The work done so far shows that the (generalized) IST algorithm cn+1 = χ(cn ) =
S(cn + Φ∗ (y − Φcn )) converges in norm to a minimizer c? of Lw,p,q . Nothing has yet
been said about alternative algorithms or the speed of convergence of ISTA, which
will be the topic of this section. We start by discussing the latter point. Lemma
3.18 yields non-expansiveness of χ, but nothing more: since Φ∗ Φ is in general not
boundedly invertible, it is possible that kI − Φ∗ Φk = 1 and thus χ is not contractive.
So without further assumptions, we only have
kc? − cn+1 k = kχ(c? ) − χ(cn )k ≤ kc? − cn k
which does not yield linear error reduction. Nonetheless, allowing for one more ingredient, introduced by Bredies and Lorenz [2008] and given in the following definition,
we can show that ISTA converges linearly.
Definition 4.1. Let Φ : Hc → Hs be a bounded linear operator. Φ is said to fulfill
the finite basis injectivity (FBI) if for any finite U ⊂ Γ, Φ|U is injective, i.e. Φa = Φb
and aγ = bγ = 0 ∀γ ∈
/ U , implies a = b.
The following argument is analogous to the reasoning of [?, p. 145]. Assume that
Φ fulfills the FBI-property and kΦk < 1. The minimizer c? is a fixed-point of χ, i.e.
it has finite support. So there is a finite index set U ⊂ Γ such that for n sufficiently
large the support of cn and c? is contained in U . Since Φ fulfills the FBI property,
Φ|U is injective and kern(Φ∗ Φ|U ) = {0}. Thus,
kc? − cn+1 k = kχ(c? ) − χ(cn )k ≤ kI − Φ∗ Φ|U kkc? − cn k = µkc? − cn k
where 0 < µ := kI − Φ∗ Φ|U k < 1. This estimate also implies uniqueness of the limit,
since we can simply infer
kc? − c̃k = kc? − cn k + kc̃ − cn k ≤ 2µn C → 0 for n → ∞
for two minimizers c? and c̃ and some constant C. Of course, the convergence can still
be very slow, since µ can be arbitrarily close to one. We summarize the discussion
in the following proposition, similar to (but not as general as) the result given in
Bredies and Lorenz [2008].
Proposition 4.2. Let Φ : Hc → Hs be a bounded linear operator s.t. kΦk < 1.
Furthermore, let Φ fulfill the finite basis injectivity. Then, for arbitrary c0 ∈ Hc , the
iteration cn+1 = Sw,p,q (c + Φ∗ (y − Φc)) converges linearly to a unique minimizer c?
of Lw,p,q , i.e. there is some C > 0 and µ ∈ [0, 1) such that
kc? − cn k ≤ Cµn .
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Remark 4.3. Does the FBI-property hold true for general Gabor-frames? Interestingly, this question is equivalent to an open problem of Gabor-analysis, the so-called
HRT-conjecture. Named after the time-frequency theorists Heil, Ramanathan and
Topiwala, the conjecture states in its original form that for a nonzero window function g ∈ L2 (R) and a set of distinct points {(αγ , βγ )}γ∈U with U being finite, the set
{Mβγ Tαγ g}γ∈U is linearly independent in L2 (R) [Heil et al., 1996]. Obviously, this
statement in its full generality implies the FBI-property of the synthesis operator
Φ = (φγ )γ∈Γ when dealing with Gabor-atoms φγ := Mβγ Tαγ g.
Heil et al. give various conditions on the Gabor-frame for which the conjecture is
fulfilled. One of those is the case when the Gabor-frame is generated by a constantly
spaced lattice, cp. [Heil et al., 1996, Th. 1], which is exactly what we have considered
in Section 2.2.
Fortunately, the situation is simple in the case where g has compact support [see
Heil, 2006, p. 197], which is the setting of practical relevance in signal processing,
anyhow. The proof can be briefly outlined for that case. Since U is finite - there will
be a t0 such that there is only one γ ∈ U with φγ (t0 ) being non-zero, i.e.
X
0=
cγ φγ (t0 ) = cγ φγ (t0 ).
γ∈U

We can find a subset with positive measure of the support of g for which this still
holds true, hence cγ = 0. Repeating this argumentation for all other γ ∈ U yields
cγ = 0 ∀γ ∈ U .
The previous proposition and the last remark yield the following
Corollary 4.4. Let Φ be the synthesis operator of a Gabor-frame, generated by a
constantly spaced lattice and kΦk < 1. Then, the minimization functional Lw,p,q has
a unique minimizer, which is approached linearly by the IST-algorithm.
Although we now know for Gabor-frames with compactly supported windows
that ISTA converges linearly, there is no satisfying estimate of the convergence rate
which might be arbitrarily close to one. Additionally, the above was an asymptotic
analysis, i.e. the estimates holds only after a finite, but unknown number of steps,
namely only after the finite support set U is reached. For general frames, not fulfilling
the FBI property, the situation is even more unsatisfying.
This is the issue of the following considerations, where the perspective will be
shifted from the analysis of the asymptotic error in the coefficient space kc? − cn k to
the global error in the image, by considering L(cn ) − L(c? ). That global rate can e.g.
be used to estimate the required number of iterations for reaching a certain precision.
For applied purposes, this shift seems to be quite helpful, since the distance to the
limit might not always matter as long as an approximation minimizes the Lagrangian
L equally well.
The following result which is an adaption of the more general result in [Beck and
Teboulle, 2009, Th 3.1], gives a global upper bound of that error and shows that
ISTA converges in the image sub-linearly like O(1/n). In the forthcoming, we will
skip subscripts and write L = Lw,p,q .

4.1 From ISTA . . .
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Proposition 4.5 (Beck and Teboulle [2009]). Let kΦk < 1 and cn denote the sequence generated by the IST-algorithm. Then for any minimizer c? of L, and all
n ≥ 1:
kc0 − c? k2
L(cn ) − L(c? ) ≤
.
(4.1)
2n
Proof. We will simplify and adapt the more general setting of Beck and Teboulle
[2009] to our scenario. At first, let us verify a lemma which serves as a key inequality
for estimating the convergence rates of ISTA and FISTA. Recall that we have denoted
the discrepancy ∆(c) = 12 ky − Φck2 and ISTA was constructed by the iteration of
the mapping χ : Hc → Hc , where
1
χ(a)= argmin kc − (a + Φ∗ (y − Φa)k2 + Ψ(c)
2
c

1
= argmin ∆(a) + Rehc − a, Φ∗ (Φa − y)i + kc − ak2 + Ψ(c)
2
c

1
= argmin ∆(a) + Rehc − a, ∇∆(a)i + kc − ak2 + Ψ(c) .
2
c
|
{z
}
=:Q(c,a)

In the second step we ignored constant terms in a and in the last used that the
gradient of the discrepancy ∇∆(a) = Φ∗ (Φa − y). Q(c, a) can thus be considered
as a quadratic approximation of L = ∆ + Ψ. Because χ(a) is the minimizer of the
convex functional Q(·, a), we have the relation
b = χ(a) ⇐⇒ ∃δ ∈ ∂Ψ(b) : ∇∆(a) + (b − a) + δ = 0

(4.2)

with ∂Ψ(b) being the subdifferential of Ψ. To complete the necessary ingredients to
proove the lemma, we consider the expression
1
∆(c) ≤ ∆(a) + Rehc − a, Φ∗ (Φa − y)i + kc − ak2 ∀c, a ∈ Hc ,
2

(4.3)

which is verified by expansion of the norms:
−∆(c) + ∆(a) + Rehc − a, Φ∗ (Φa − y)i + 12 kc − ak2
= −kΦck2 + 2Rehy, Φci − kyk2 + kΦak2 − 2Rehy, Φai + kyk2
+kc − ak2 − 2RehΦc, yi − 2kΦak2 + 2RehΦa, yi + 2RehΦc, Φai
= kc − ak2 − kΦc − Φak2
≥ (1 − kΦk2 )kc − ak2 ≥ 0
since kΦk < 1. Estimate 4.3 then yields the relation
L(χ(a)) ≤ Q(χ(a), a) ∀a ∈ Hc .
Now we can state

(4.4)
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Lemma 4.6 (Beck and Teboulle [2009]). For any c ∈ Hc , we have
1
L(c) − L(χ(a)) ≥ kχ(a) − ak2 + Reha − c, χ(a) − ai.
2
Proof. Firstly, estimate (4.4) implies
L(c) − L(χ(a)) ≥ L(c) − Q(χ(a), a).

(4.5)

Secondly, let δ ∈ ∂Ψ(b). By the definition of the subdifferential, we obtain
Ψ(c) ≥ Ψ(χ(a)) + Rehc − χ(a), δi
and once more by a straight-forward norm expansion we get
∆(c) ≥ ∆(a) + Rehc − a, Φ∗ (Φa − y)i = ∆(a) + Rehc − a, ∇∆(a)i.
Summing the last two inequalities yields
L(c) ≥ ∆(c) + Rehc − a, ∇∆(c)i + Ψ(χ(a)) + Rehc − χ(a), δi.

(4.6)

Using (4.6) and the definition of Q on the RHS of equation (4.5) implies
1
L(c) − L(χ(a)) ≥ − kχ(a) − ak2 + Rehc − χ(a), ∇∆(a) + δi
2
1
= − kχ(a) − ak2 + Rehc − χ(a), a − χ(a)i
2
1
= kχ(a) − ak2 + Reha − c, χ(a) − ai,
2
where we used (4.2) in the first equality and the usual norm expansions in the
second.
We proceed in the proof of the proposition by using the lemma with c = c? , a = ck .
We obtain
2(L(c? ) − L(ck+1 )) ≥ kck+1 − ck k2 + 2Rehck − c? , ck+1 − ck i
= kc? − ck+1 k2 − kc? − ck k2 .
Summing this inequality over k = 0, . . . , n − 1 yields by telescopic sums
n−1


X
2 nL(c? ) −
L(ck+1 ) ≥ kc? − cn k2 − kc? − c0 k2 .
k=0

On the other hand, using one more time Lemma 4.6 with c = a = ck gives

2 L(ck ) − L(ck+1 ) ≥ kck − ck+1 k2 .

(4.7)

4.2 . . . to FISTA
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By multiplying the last inequality by k and again summing over k = 0, . . . , n − 1, we
obtain
2

n−1
X

 n−1
X
kL(ck ) − (k + 1)L(ck+1 ) + L(ck+1 ) ≥
kkck − ck+1 k2

k=0

k=0

n−1

 n−1
X
X
n
n+1
⇐⇒ 2 − nL(c ) +
L(c
) ≥
kkck − ck+1 k2 .
k=0

k=0

Adding the last inequality to (4.7) yields
k−1
X

2n L(c? )) − L(cn ) ≥ kc? − cn k2 +
kkck − ck+1 k2 − kc? − c0 k2 ≥ −kc? − c0 k2 .
k=0

Thus
L(cn ) − L(c? ) ≤

kc? − c0 k2
,
2n

which concludes the proof.
Remark 4.7. Assume, we are aiming at a precision of at least ε in the image, i.e.
L(cn ) − L(c? )l ≤ ε. Then,
m by using the proposition, the number of required iterations
kc0 −c? k2
are at most
. Since we mostly do not know any better, we usually start
2ε
with c0 = 0 in applications. As furthermore kc? k2 ≤ kc? k∞ kc? k0 , we can give a very
rough estimate of the number of iterations by estimating the approximate support
size and the maximal magnitude of the coefficients of the solution.

4.2

. . . to FISTA

The proposition completes the picture of ISTA converging very slowly. Since L
is a continuous convex functional, one could think that there should be plenty of
standard algorithms from the large field of convex optimization capable of minimizing
it. However, we must keep in mind that in view of time-frequency analysis and its
applications in audio signal processing in particular, we are often dealing with large
scale problems. Processing audio signals sampled at 44.1 kHz (which is the usual
compact disc audio sampling rate) and higher and using redundant frames easily
yields a variable size of more than one million. Hence, powerful convex algorithms
as interior point methods cannot be applied in a straight forward fashion (although
adaptations to the large scale setting seem to be under development, see e.g. Kim
et al. [2007]). This is another reason, why iterative first order methods, relying
on function and gradient evaluations only, and the corresponding theoretical work
initiate by Daubechies et al. [2004] are of such a great importance for this field.
Moreover, because of the rising general popularity of `1 -penalized functionals, different accelerated methods of minimization have been proposed recently, cp. [Mallat,
2009, p. 672] for references therein. Loris [2009] compares the performance of ISTA
with four of these novel methods (including the large scale interior point method
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mentioned above) over a variety of operators and the whole range of sparsity levels. Performance is evaluated by examining the algorithms’ computation time in
dependence of approximation precision and sparsity level.
Surprisingly, a simple modification of ISTA, the so called fast ISTA (FISTA)
[Beck and Teboulle, 2009], performs best (or competitively) in almost all situations.
While ISTA is constructed by setting cn = S(bn ) with bn = cn−1 +Φ∗ (y −Φcn−1 ), the
plain idea of FISTA, based on the work of Nesterov [1983] in convex optimization,
is to effectively modify the choice of bn by a linear combination of cn and cn−1 . We
proceed by presenting our adaptation of the algorithm and the corresponding result,
which states that FISTA converges in the image at the rate O(1/n2 ).
Algorithm 4.8 (FISTA).
For S = Sw,p,q , let c0 = b1 ∈ Hs and t1 = 1.
Do
cn = S(bn + Φ∗ (y − Φbn ))
p
tn+1 = 21 (1 + 1 + 4t2n )


−1
(cn − cn−1 )
bn+1 = cn + ttnn+1
Until convergence
Proposition 4.9 (Beck and Teboulle [2009]). Let kΦk < 1, the weights wγ ≥ w̄ > 0
and p, q ∈ {1, 2}. Let the sequences cn and bn be generated by FISTA. Then, for any
minimizer c? of L = Lw,p,q and all n ≥ 1
L(cn ) − L(c? ) ≤

2kc0 − c? k2
.
(n + 1)2

(4.8)

Proof. Again, we give the proof along the lines of the initial publication for which
we need three technical lemmata first, to be verified by some “algebraic juggling”.
Lemma 4.10 (Beck and Teboulle [2009]). The sequences (cn , bn ) generated by FISTA
satisfy for any n ≥ 1
2t2n vn − 2t2n+1 vn+1 ≥ kun+1 k2 − kun k2 ,
with vn := L(cn ) − L(c? ) and un := tn cn − (tn − 1)cn−1 − c? .
Proof. We use Lemma 4.6 with c = cn , a = bn+1 and c = c? , a = bn+1 . As cn = ξ(bn )
we obtain
2(vn − vn+1 ) ≥ kcn+1 − bn+1 k2 + 2Rehcn+1 − bn+1 , bn+1 − cn i
−2vn+1 ≥ kcn+1 − bn+1 k2 + 2Rehcn+1 − bn+1 , bn+1 − c? i.
Multiplying the first inequality by (tn+1 − 1) and adding it to the second yields

2 (tn+1 − 1)vn − tn+1 vn+1

4.2 . . . to FISTA
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≥ tn+1 kcn+1 − bn+1 k2 + 2Rehcn+1 − bn+1 , tn+1 bn+1 − (tn+1 − 1)cn − c? i.
By using the definition of the tn , a straight forward calculation verifies that t2n =
t2n+1 − tn+1 . By multiplying the last inequality with tn+1 and using this relation we
obtain
2 t2n vn − t2n+1 vn+1



≥ ktn+1 (cn+1 − bn+1 )k2 + 2tn+1 Rehcn+1 − bn+1 , tn+1 bn+1 − (tn+1 − 1)cn − c? i.
Using the Pythagorean relation
ky − xk2 + 2Rehy − x, x − zi = ky − zk2 − kx − zk2
in the RHS of the last inequality with x = tn+1 bn+1 , y = tn+1 cn+1 , z = (tk+1 − 1)cn +
c? yields
2 t2n vn − t2n+1 vn+1



≥ ktn+1 cn+1 − (tn+1 − 1)cn − c? k2 − ktn+1 bn+1 − (tn+1 − 1)cn − c? k2
= ktn+1 cn+1 − (tn+1 − 1)cn − c? k2 − ktn cn − (tn − 1)cn−1 − c? k2
where the last step used the definition of bn . We can finally apply the definition of
un from above to obtain
2(t2n vn − t2n+1 vn+1 ) ≥ kun+1 k2 − kun k2
which is the desired result.
Lemma 4.11. Let (xn , yn ) be positive reals satisfying
xn − xn+1 ≥ yn+1 − yk ∀n ≤ 1 with x1 + y1 ≤ C, and C > 0.
Then,
xn ≤ C ∀n ≥ 1.
Proof. The proof is trivial:
xn − xn+1 ≥ yn+1 − yk ⇐⇒ xn+1 + yn+1 ≤ xn + yn ∀n ≥ 1,
i.e. xn + yn ≤ x1 + y1 ≤ C. yn is positive, i.e. xn ≤ C.
Lemma 4.12. The positive sequence (tn ) as generated by FISTA in Algorithm 4.8
with t1 = 1 satisfies for all n ≥ 1
tn ≥

n+1
.
2
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Proof. The claim follows by induction immediately: It is clear that the anchor holds
true. Further, by the inductive assertion and the definition of tn we obtain
r
n2 − 1
n
tn−1 ≥ ≥
2q
4
n+1
1
⇐⇒ tn = (1 + 1 + 4t2n−1 ) ≥
.
2
2

We can now prove the proposition. Recall that we had set vn = L(cn ) − L(c? ) in
Lemma (4.10). Further define
xn := 2t2n vn , yn := kun k2 , z := kb1 − c? k2
Let us assume that x1 + y1 ≤ z, which will be verified afterwards. Then, by Lemma
(4.10), we have
xn − xn+1 ≥ yn+1 − yn .
Using Lemma 4.11, we obtain 2t2n vn ≤ kc0 − c? k2 which together with Lemma 4.12
yields the desired estimate
2kc0 − c? k2
vn ≤
.
(n + 1)2
It hence remains to show that x1 + y1 ≤ z: As t1 = 1, it is
x1 = 2v1 , y 1 = ku1 k2 = kc1 − c? k2 .
Using Lemma 4.6 with c = c? , a = b1 ,
L(c? ) − L(c1 ) = L(c? ) − L(χ(b1 ))
1
≥ kχ(b1 ) − b1 k2 + Rehb1 − c? , χ(b1 ) − b1 i
2
1
≥ kc1 − b1 k2 + Rehb1 − c? , c1 − b1 i
2

1
= kc1 − c? k2 − kb1 − c? k2
2
implying 2v1 ≤ kb1 − c? k2 − kc1 − c? k2 , i.e. x1 + y2 ≤ z.
Remark 4.13. The number of iterations FISTA requires
l √ 0 to? reach
m an ε-optimal
2kc −c k
n
?
√
solution, i.e. L(c ) − L(c ) ≤ ε, is therewith at most
−1 .
ε
Remark 4.14. The previous proposition shows that the convergence rate of FISTA
as measured by values of the object function is significantly better than the one of
ISTA and can even be considered as an optimal first order method [cp. Beck and
Teboulle, 2009, Nemirovski and Yudin, 1983]. Nonetheless, the result does of course
not imply the convergence in norm kcn − c? k → 0 of the FISTA sequence, which is
formally only guaranteed for ISTA, cp. [Combettes and Pesquet, 2010].

4.3 Numerical Simulations

4.3
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Numerical Simulations

Having set up the basic theoretical results concerning the convergence properties
of the IST- and FIST-algorithms, we can now give numerical illustrations of the
elementary properties of the different shrinkage operators, as well as some evaluations
of the convergence properties of both methods in the context of audio signals and
Gabor-frames.
In this part the sparse recovery scenario is specified as a de-noising problem, a
classical signal processing task. For the moment, we choose a test signal as simple as
possible: it is of 200 ms duration and contains a single sinusoid of 100 ms duration
at 1000 Hz with linearly shaped attack and decay drowned in Gaussian white noise.
This construction yields an overall signal to noise ratio (SNR), defined as


kf k
˜
SN R(f, f ) = 20 log10
[deci Bel (dB)]
kf − f˜k
of around 1 dB or relative error in `2 -norm kfkf−kf˜k of 1.95, where f and f˜ denote the
clean and noisy signal, resp. As time-frequency-transform, a tight stationary Gabor
frame with Hann-window of length 1024, time sampling constant a = 256, is used at
sampling rate 44.1 kHz. Details on the MATLAB-implementation of all the presented
algorithms are given in Appendix B. The respective part of the spectrogram of the
clean and highly degraded signal is shown in Figure 4.1. The goal is to recover the
sinusoidal signal part.
Figure 4.2 shows the coefficients’ magnitudes of the regular ISTA approximation
after 200 iterations at sparsity level9 λ = 0.2 for the three different shrinkage operators Lasso, Group-Lasso (with frequencies as group labels) and Elitist-Lasso (with
time as group label).
It is apparent that all three operators remove most of the noise while retaining
one horizontal strip of coefficients which corresponds to the sinusoidal part of the
test signal. Moreover, the contours of the sinusoidal part have been “sharpened”,
compared to the spectrogram of the clean test signal. The Lasso sparsely retains the
sinusoid while loosing some of its attack and decay parts of less energy. The GroupLasso retains the whole frequency group of coefficients. The Elitist-Lasso selects the
most salient coefficients for each time bin, thereby retaining more of the signals decay
parts than the plain Lasso, but also “catches” some noise at the beginning and end
of the signal in the form of isolated high energy coefficients. Some of these isolated
coefficients might be removed by increasing the sparsity level λ. At the same time,
this would probably suppress some other components of the signal. This trade-off is
of course at the core of the minimization problem’s layout L = ∆ + λΨ.
To further illustrate this relation, we can examine the so called trade-off curves
as given in Figure 4.3. Such curves plot the discrepancy and sparsity measure value
of the approximations after a fixed number of steps in dependence of the sparsity
9

In applications, we will mostly deal with constant weights wγ ≡ λ.
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Figure 4.1: Parts of the spectrogram of clean and noisy test signal for which a tight Gabor
frame with Hann window of length 1024 and 4 overlap was used. Left side: Clean signal,
zoom into sinusoidal part. Right side: Noisy version.
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Figure 4.2: Recovered coefficients of the test signal with sparsity level λ = 0.2 and 200
iterations of ISTA. Left: The Lasso estimate, treating each coefficient independently. Right:
Group-Lasso with frequencies as group label, retaining the whole (frequency) group of coefficients. Bottom: Elitist-Lasso with time as group label, selecting for each group of coefficients
in time the most salient members.
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level λ. The figure shows them for the Lasso w.r.t. the above mentioned noisy
signal and frame after 200 iteration steps of ISTA. Additionally, it displays some
of the iterates approaching the curves. The solutions of the minimization problem
will have discrepancies and sparsity levels (approximately) laying on this curve, so
it depends on the context of the application, how to choose the λ appropriately.
Figure 4.4 takes a slightly different perspective as it measures the sparsity with
the `1 -norm instead of the respective mixed norm. In that way we can globally
compare the trade-off induced by the different operators Lasso, GL and EL. In this
example, the GL yields for given sparsity level a much higher discrepancy while Lasso
and EL seem to behave quite similar. This numerical observation reflects to some
extend the natural behavior of the operators. Since the GL always selects or discards whole groups of coefficients and if the groups are not chosen very smartly (i.e.
signal adaptively), this ends up in high discrepancy. As the groups of the EL were
chosen as time-labels, and since the underlying solution is very simple and sparse in
frequency, it is not a big surprise that EL and Lasso behave similarly in this example.
Figure 4.5 shows the trajectories of the ISTA and FISTA iterates and their trade
off curve in the same plane; Figure 4.6 shows the evolution of the object function
values L(cn ) for all three operators for the first 100 iterations. It is obvious that
FISTA is much more efficient in approaching its accumulation point and the tradeoff curves and object function values of both algorithms seem to coincide.
Nonetheless, one must keep in mind that the iterates of the two algorithms do
not neccessarily converge to the same limit. We even have encountered numerical
examples where the trade-off curves or values of L are significantly different, even
after a large number of iterations (e.g. n = 1000). It might be the case that the
ISTA algorithm somehow “gets stuck”, i.e. its convergence becomes very slow at some
sparsity levels, since the results by Loris [2009] suggest that FISTA also pays off in
terms of approximation precision w.r.t. the real minimizer.
For more thoroughly studying the numerical convergence properties we would
need to get hold of some ground truth concerning the real minimizer c? of L.10 The
error estimates from above are based on the existence of c? , which we do not know
in practice. For very short signals there exist efficient direct methods for finding
the exact solution (up to round off errror) in a finite number of steps [see e.g. Efron
et al., 2004]. Unfortunately, it was out of the scope of this thesis to evaluate and
implement them and to conduct more comprehensive evaluations of the properties
of FISTA’s iterates.

10

A naive approach might be to consider noisy data y = s + e, and the corresponding error
ks − Φcn k. This does not help too much, since cn → c? and generally Φc? 6= s.
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Figure 4.3: The Lasso’s trade-off curve over a range of sparsity levels λ and 200 iterations
of ISTA. The x-axis is the respective sparsity measure, i.e. the `1 -norm of the coefficients,
the y-axis is the discrepancy ∆. The dots depict the trajectories of some of the ISTA-iterates
approaching it.
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x-axis replaced by the `0 -norm.
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Figure 4.5: Iterates of ISTA and FISTA (with the Lasso) approaching the interpolated
trade-off curve for λ = 0.0216.
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Figure 4.6: Evolution of L(cn ) for ISTA and FISTA sequences and sparsity level λ = 0.07.
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Generalized Structured Shrinkage

At the beginning of Section 3 the shrinkage operator S was defined quite generally by
setting S(z) = z(1−ξ(z))+ for non-negative ξ (where all operations to be understood
component-wise in this notation). It was shown that the threshold operations used
for minimizing Lw,p,q for p, q ∈ {1, 2} are constructed by generalized soft-thresholding
with ξ defined as in Theorem 3.6. In case of Φ being unitary, it proved to be sufficient
to soft-threshold the analysis coefficients; in case of Φ being a general frame, it turned
out that the minimizer is approached by a soft-thresholded Landweber-type iteration.
We can now go beyond this scheme by modifying the threshold function ξ such
that it better accounts for the inherent structure of large classes of audio signals.
For instance, most components of natural audio are sparse in time (/frequency)
and persistent in frequency (/time). This very fact can be exploited by adapting
the threshold function ξ, a step that was first proposed by Kowalski and Torresani
[2008a].
In the following, we will introduce a formal framework of persistent thresholding.
The novel thresholding operators will then be evaluated numerically in the context
of time-frequency signal processing using Gabor-frames. It will turn out that they
outperform their non-modified counterparts in many classical signal processing tasks.
Many ideas of this section are also contained in [Siedenburg and Dörfler, 2011, ?].

5.1

Persistence and Neighborhoods

Recall that Theorem 3.6 defined the threshold functions ξw = ξw,p,q for the cases
p, q ∈ {1, 2}. In the following, the dependency on the weights ξ = ξw will be dropped
for the sake of brevity. We begin by giving the central definition of this section.
Definition 5.1. Let Γ be a countable index set and C̃ > 0. The time-frequency
neighborhood weights are defined as the non-negative sequences vγ = vγ (γ 0 ) ≥
0 ∀γ, γ 0 ∈ Γ which fulfill the properties
X
kvγ k2 = 1,
vγ 0 (γ) ≤ C̃ < ∞, and vγ (γ) > 0 ∀γ ∈ Γ.
γ 0 ∈Γ

We call Nγ := supp(vγ ) = {γ 0 ∈ Γ : vγ (γ 0 ) > 0} the time-frequency neighborhood of
the index γ. Furthermore, for given neighborhood weights vγ , let the neighborhoodsmoothing functional η : Hc → R+
0 be defined component-wise by
X
1/2
η(cγ ) :=
vγ (γ 0 )|cγ 0 |2
.
γ 0 ∈Γ

For c ∈ Hc , we set η(c) := (η(cγ ))γ∈Γ . For neighborhood weights vγ , the persistent
soft-thresholding operator
∗
S∗p,q (c) := Sp,q,v (c) := c(1 − ξp,q
(c))+
∗ by setting ξ ∗ := ξ
is defined via the threshold function ξp,q
p,q ◦ η.
p,q

5.1 Persistence and Neighborhoods
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Remark 5.2. The smoothing functional η is well defined, i.e. η(c) ∈ `2 (Γ) for
c ∈ `2 (Γ):
kη(c)k2 =

XX
γ

vγ (γ 0 )|cγ 0 |2 =

γ0

X

|cγ |2

γ

X

vγ 0 (γ) ≤ kck2 C̃ < ∞.

γ0

The pool of soft-thresholding operators has therewith become quite large, even
without the non-sparse Tykhonov-case p = q = 2 which is not of interest here. Additionally to the formal definition above, we will make use of the following terminology:
ξ L = ξ1,1 - Lasso (L)
ξ GL = ξ2,1 - Group-Lasso (GL)
ξ EL = ξ1,2 - Elitist-Lasso (EL)
∗
ξ P L = ξ1,1
= ξ L ◦ ηN - persistent Lasso (PL) / windowed Group-Lasso (WGL)
∗
ξ P GL = ξ2,1
= ξ GL ◦ ηN - persistent GL (PGL)
∗
ξ P EL = ξ1,2
= ξ EL ◦ ηN - persistent EL (PEL)

In [Kowalski and Torresani, 2008a] and [Kowalski and Torrésani, 2009b], the operators WGL and PEL were introduced seperatedly (in a more restricted setting,
however). The authors considered WGL as a modification of GL and called it windowed Group-Lasso (WGL). The formal point of view developed here, shows that
they are in fact derived from the same neighborhood-smoothing principle. Thus it
would be equally appropriate to use the label of persistent Lasso. In the following,
we will, however, stick to the original nomenclature and use the label WGL.
Remark 5.3. We now have arrived at two different levels in thresholding. Firstly,
there is the partition of the index set Γ = ∪k Γk , which corresponds to the w-weighted
mixed norms `p,q . Secondly, there are the neighborhoods Nγ which correspond to
the v-weighted neighborhood smoothing η.
Clearly, any neighborhood Nγ contains its defining index γ. In case Nγ = {γ},
then η(cγ ) = vγ |cγ | = |cγ |, since vγ = 1. In that case the neighborhood weighting
vanishes and thus the persistent soft-thresholding operators can be seen as true
generalizations of the regular variants.
If the neighborhoods Nγ are chosen as the partition of Γ shared by the mixed
norms, i.e. Γ = ∪k Nk , and the neighborhood- and penalty weights are constant over
each neighborhood Nk , then PGL and WGL coincide with GL and PEL with EL.
Hence, WGL encompasses the Lasso and the Group-Lasso as special cases.
Furthermore, with generalized threshold function ξ, the situation of disjoint
neighborhoods formally resembles the time-frequency block thresholding proposed
by Yu et al. [2008]. The authors propose a method to automatically adapt the
disjoint blocks (neighborhoods) to the local signal properties. Although our framework formally encompasses block-thresholding, for applications we here rather aim
at overlapping neighborhoods with constant, i.e. non-adapted shape.
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The following lemma specifies conditions under which PGL and GL are equal
up to a change of the norm-weights w. It points out that the neighborhoods of
PGL must be defined in opposite orientation to the coefficients’ group-structure.
Although the GL is already itself a neighborhood-smoothed shrinkage operator in
some sense, there are scenarios in applications, e.g. the estimation of transient signal
layers, where it turns out that additional orthogonal smoothing of the PGL improves
results significantly (see Section 5.4 below).
Lemma 5.4. Let Γ = ∪k Γk and γ = (k, j) as in Definition 3.1. Let the neighborhoodweights v(k,j) (·) be zero outside Γk for any k. Further, the weight-sequences v(k,j) (·)
are assumed
to sum up to a (group-dependent) constant on each coefficient, i.e. ∀k ∈
P
P GL and ξ GL coincide up to a change of
K:
γ 0 ∈Γk vγ 0 (γ) = ak ∀γ ∈ Γk . Then ξ
the norm-weights w.
Proof. By the definition of the Group-Lasso, it is wγ ≡ wk ∀γ ∈ Γk , i.e. wγ is
constant over groups. Further, the sequence (ak )k∈K is well-defined since
X
X
ak :=
vγ 0 (γ) ≤
vγ 0 (γ) ≤ C̃ < ∞.
γ 0 ∈Γk

γ 0 ∈Γ

Then,
k(η(c))k k2 =

X

η(c)

2


γ

γ∈Γk

=

XX

=

|cγ |2

X

X

vγ 0 (γ)

γ 0 ∈Γ

γ∈Γk

=



γ 0 ∈Γ

γ∈Γk

X

vγ (γ 0 )|cγ 0 |2

|c(k,j) |2 ak

(k,j)∈Γk

= kck k2 ak .
Hence, with division defined pointwise, w/a =

P GL
ξw
(c) = ξ GL ◦ η (c) =

wγ 
aγ γ ,

we conclude

√
√
wk
wk
GL
=√
= ξw/a
(c).
k(η(c))k k
ak kck k

Example 5.5. In the introductory Example 3.5 it was observed that James-Stein
and hard and soft thresholding are connected point-wise via the relation of their
threshold functions ξ JS = (ξ L )2 . We can of course also introduce persistence to
James-Stein shrinkage by e.g. setting the threshold function ξ = (ξ W GL )2 . Hence we
have won a neighborhood-persistent extension of the James-Stein operator. It will
be evaluated in the denoising application in Section 5.3.
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Remark 5.6. The proposed extended class of shrinkage operators are in general
not associated to a simple convex penalty functional any more. For the case of the
Windowed Group Lasso a minimization functional can be derived, which allows to
use it in the ISTA/FISTA-framework. The basic idea of this approach would be to
consider the WGL as threshold operator corresponding to an `2,1 -regularized problem
in a redundantly enlarged coefficient space with synthesis operator Φ ◦ R where R
is an operator which projects back into the smaller original coefficient space. It is
unfortunately out of the scope of this thesis to give a rigid elaboration and proof
of this idea. Details will be addressed in a forthcoming contribution in cooperation
with Matthieu Kowalski. This functional is then related, but more general than the
one proposed by Bayram [2011] as it also encompasses the general frame case.
For the other operators, as e.g. the James-Stein shrinkage estimator ξ = (ξ L )2
and its neighborhood-smoothed counterpart, the squared WGL ξ = (ξ W GL )2 , it is
neither clear whether their respective ISTA-sequences converge, nor how a possible
limit point should be interpreted. Thus, we will use the two latter operators in the
following applications as non-iterated time-frequency thresholding operators.
As pointed out in Section 2, time-frequency analysis deals with the whole chain
of signal transformation in the sense of analysis, processing and synthesis. From that
comprehensive point of view, it would be natural to consider a single, non-iterated
thresholding step as an operation S : Hs → Hs in the signal domain. We then had
S(f ) := ΦS(Φ∗ f ) =

X

mγ (f )hf, φγ iφγ ,

γ

where m(f ) = (1 − ξ(Φ∗ f ))+ . In frame-multiplier theory [see e.g. Feichtinger and
Nowak, 2003], m is usually called the symbol of the frame multiplication operator S.
The following lemma implies the well-definedness of the signal-domain thresholding
operator S.
Lemma 5.7. Let m = (mγ )γ∈Γ be the signal-dependent thresholding symbol defined
above via the threshold function ξ : Hc → [0, ∞], i.e. m(f ) = (1 − ξ(Φ∗ f ))+ . Then11
0 ≤ m(f ) ≤ 1 ∀f ∈ Hs .
Proof. The proof is trivial.
With an additional assumption on the properties of ξ, we easily obtain the following result. It gives a simple formalization of the following intuition: if only the
threshold function can be bounded below by a function being larger or equal to one in
a neighborhood of the zero of positive measure, then the corresponding thresholding
symbol is in `1 .
11

For each f , the multiplier m = (mγ )γ∈Γ is a sequence, i.e. all operations are as usual understood
component-wise.
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Lemma 5.8. Let m(f ) = (1 − ξ(Φ∗ f ))+ with ξ : Hc → [0, ∞] being an arbitrary
threshold function. Let there be some δ > 0 such that ξ ≥ 1Bδ with 1Bδ denoting the
indicator function of the closed unit ball in the complex plane of radius δ. Then
m(f ) ∈ `1 (Γ) ∀f ∈ Hs .
In particular, this property holds true for the thresholding multiplier m = (1 − ξ)+
with
 ∗
 (ξw,p,q )α with α > 0
ξ=
 HT
ξ
i.e. corresponding to powers of the persistent structured thresholding defined in Definition 5.1 and hard-thresholding as introduced in Example 3.5.
Proof. Let c := Φ∗ f . Then c ∈ `2 (Γ), i.e. for the set Γδ := {γ ∈ Γ : |cγ | > δ} we
obtain #Γδ < ∞. Hence
X

|(m(f ))γ | =

γ∈Γ

X

(1 − ξ(cγ ))+ ≤

γ∈Γ

X

(1 − 1Bδ (cγ ))+ = #Γδ < ∞.

γ∈Γδ

In the case of hard thresholding, ξ HT = 1Bλ , there is nothing more to show. For
∗
)α = (ξw,p,q ◦ η)α . Define
persistent structured soft-thresholding, we have ξ = (ξw,p,q
∗
the sequence u by setting uγ = (ξw,p,q (c))γ |cγ |. We obtain for all γ ∈ Γ with cγ 6= 0
1−

α +
∗
(ξw,p,q
(c))γ



 +
α +
uγ α
= 1−
= 1 − (ξu,1 (c))γ
|cγ |

i.e. it suffices to consider the non-persistent threshold function (ξu,1 )α for some
uγ ≥ ū > 0. By choosing 0 < δ ≤ ū, it fulfills the necessary estimate
α

(ξu,1 (cγ )) =



uγ
|cγ |

α


≥

δ
|cγ |

α
≥ 1Bδ (cγ )

for any cγ ∈ C.

It is important to note, that in contrast to usual symbols of frame-multipliers,
m is dependent on the argument f of S, which makes the situation here much
more delicate (and non-linear) than the usual frame-multiplier setting. For instance,
although 0 ≤ m ≤ 1, and m ∈ `1 , S is neither self-adjoint12 nor necessarily bounded
in trace-class norm as usual. However, S is a extensively used operator since not all
thresholding operations are iterated in pratice. It still might be interesting to further
investigate the properties of the operator S as part of future work.
Just consider an f 6= 0 s.t. S(Φ∗ f ) = 0. We can then choose some f˜ with ΦS(Φ∗ f ) 6= 0 such
that 0 = hS(f ), f˜i 6= hf, S(f˜)i.
12
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Figure 5.1: Sketch of different shapes of the parameterization of the neighborhoods in
a schematic time-frequency plane. Rectangular and triangular (“tent”-like) windows were
implemented.

5.2

Numerical Illustrations

The generalized shrinkage operators were implemented in MATLAB with the following
parameterization of the neighborhoods: For each time-frequency-index γ = (k, j)
(k denoting time- and j frequency-index) and a neighborhood size vector σ =
(σ1 , . . . , σ4 ), the neighborhood Nσ is defined as the set of indices
N (γ) = Nσ (k, j) = {(k 0 , j 0 ) : k 0 ∈ {k − σ4 , k + σ2 }, j 0 ∈ {j − σ3 , j + σ1 }}.
That is, the vector σ refers to the additional extension of the neighborhood in
the orientation σ =(north, east, south, west) from the center coefficient. For instance, the size vector σ = (1, 1, 1, 1) therewith refers to the rectangular neighborhood containing 9 coefficients. Neighborhoods of indices close to a border of
the time-frequency plane are obtained by mirroring the index set at the respective border. In terms of the neighborhood-weights v, rectangular and triangular
weighting was implemented. Figure 5.1 sketches different possible neighborhoods in
the time-frequency plane. The corresponding toolbox and the audio files used in
the evaluation, as well as further audio-visual examples, are available at the webpage http://homepage.univie.ac.at/monika.doerfler/StrucAudio.html. Further details concerning the implementation are given in Appendix B. For all the
following simulations we employed a tight Gabor frame with Hann-window of 1024
samples length with hop-size 256 at 44100 Hz audio sampling rate.
Here, we briefly take a numerical point of view on the characteristics of the novel
class of neighborhood-persistent operators, analogous to Section 4.3. We focus on
the operator WGL, with neighborhood-size σ = (0, 4, 0, 4) and rectangular weighting,
and its relation to the plain Lasso. We use the synthetic test signal of Section 4.3
consisting of a single sinusoid drowned in Gaussian white noise, this time with SNR
of -6 dB.
Figure 5.2 shows the denoised magnitudes of the coefficients of the Lasso and
WGL estimate. While the Lasso’s estimate has sharp attack and decay, the WGL
estimate temporally smears the decay. It resembles more closely the original signal
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Figure 5.2: Parts of the spectrogram of Lasso (left) and WGL (right) estimate of the
single sinusoid. The WGL temporally smears attack and decay portion of the signal, better
resembling the original signal.

which also had a linearly shaped attack and decay.
Figure 5.3 shows the trade-off plots of the Lasso and WGL operators, as well as
their ISTA and FISTA iterates for the sparsity level λ = 0.0517. Again, the FISTA
iterates approach their accumulation point much more quickly.13 WGL reaches a
point of (slightly) smaller discrepancy compared to the Lasso. Further, the trajectory
of the WGL seems to be (also for other sparsity levels) somewhat regularized or
straightened, compared to the Lasso.
This behavior is reflected in Figure 5.4 which depicts the object function values as
a function of number of iterations at sparsity level λ = 0.0151. Hence, it is basically
the sum of both axis values of the iterates in the trade-off plane. Again, one can
observe a three-phase convergence process while the FISTA trajectory simply seems
to be an accelerated version of those of ISTA.
Regarding the following applications in the next subsection, let us briefly touch
the issue of the number of required iterations in the context of the denoising task.
Consider Figure 5.5 which depicts the evolution of the SNR of the sparse approximation and the clean signal as a function of the number of iteration steps for the Lasso
and the Windowed Group Lasso. It is based on a piano signal of 2300ms length at
noise level of 10dB. Obviously, the FISTA-algorithm accelerates the convergence to
its stationary point significantly.
Figure 5.6 sheds some light on the relation of approximation precision, sparsity
level and required number of iteration steps. The figure shows the number of steps
required to obtain SNR-tolerances of 0.5, 0.05, and 0.005 dB w.r.t. to the SNR of the
100th iteration. Note that in this example (and also all others we have encountered
so far) only less than 20 iterations are required to reach a SNR-tolerance of 0.05 dB.
Furthermore, the WGL seems to regularize the convergence process as it requires
13

Interestingly, using this signal there seem to be three different phases in the convergence process
characterized by the three different distances of the successive iterates. This result was not replicated
for other signals, however.
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Figure 5.3: ISTA and FISTA Iterates of the Lasso and the WGL approaching the trade-off
curve for sparsity level λ = 0.0517.
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Figure 5.4: Evolution of the object function values as a function of the number of iterates
for sparsity level λ = 0.0151 for ISTA/FISTA and Lasso/WGL.
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Figure 5.5: Example of the evolution of SNR as a function of the number of iterations for
the (F)ISTA using Lasso and WGL [σ = (0, 4, 0, 4)] operators for a piano sample at 20 dB
SNR and sparsity level λ = 0.429.
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Figure 5.6: Number of required iterations of FISTA using Lasso and WGL [σ = (0, 4, 0, 4)]
to reach an SNR-tolerance of 0.5, 0.05, 0.005 dB w.r.t. to the SNR of the 100th iteration as
a reference. The test signal is a 2300ms piano sample at noise level 10dB.
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much less iterations to reach its stationary point. In the following simulations, we
hence used FISTA with 20 iteration steps.
In the example displayed in Figure 5.5 the SNR is increasing with increasing
number of steps, i.e. the sequence is somewhat approaching the original clean signal.
For different sparsity levels, this need not be the case. In practice where the noise
level is mostly unknown, we are actually confronted with the situation that reaching
the formal minimizer of the problem might be less important than adjusting the
model via a search of the right sparsity level. However, as we have developed efficient
iteration algorithms, it does not “hurt” to stay true to the mathematical model at
this point, meaning to use iterated thresholding and an approximation of the limit
point. Hence, we will use the operators L and WGL in conjunction with the FISTalgorithm in the following. For their squared James-Stein counterparts, it is not clear
what the iterated shrinkage actually would mean in terms of the implied shrinkage
properties. Hence they are used as plain non-iterated time-frequency thresholding
operators.

5.3

Application: Denoising

The first and most intensively studied application of the generalized thresholding
framework is audio denoising. As pointed out at the beginning of Section 3, we
assumed (Gaussian white) noise to be present at the most basic signal model. The
developed tools of structured sparsity hence allow to access a sparsely denoised version of the observed signal.
In the context of audio signal processing, denoising is a (relatively) well posed
problem which has intuitive “real-life” applications. The problem of removing additive noise is well posed as we can simply add noise to any signal (which should be
rather clean, i.e. not contain to much noise itself) and observe how well different
methods recover the clean signal. The quality of the recovery can then be measured
in terms of energy difference, e.g. using the signal to noise ratio (SNR) in dB, or
using perceptual similarity. The latter is of course harder to access, but more important in most applications. Note that the use of Gaussian white noise in the following
experiments is nothing more than a very rough approximation of a small class of
“real-world” additive noise.
The rest of this section is organized as follows. In a first step the performance of
the basic operators and their persistent counterparts is compared using a synthetic
test signal and the SNR criterion. It turns out that the Windowed Group Lasso
(WGL) performs best with respect to stationary (white) noise. Hence, its properties
and parameters were evaluated in depth in a second step, using real-life signals. Then
the selection of the neighborhoods is considered and the algorithms are compared to
other state of the art denoising algorithms, both in terms of the SNR criterion and
from a perceptual perspective.
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Selection of Operators
To test the obtained variety of shrinkage operators and their persistent counterparts,
we use a simulated “toy”-signal consisting of a stationary, a transient and a noise
part. The stationary part consists of a complex of four harmonics with fundamental
frequency 440 Hz and amplitudes that decay linearly over the index of the respective
partial. The obtained harmonics are shaped by a linear envelope in attack and
decay. The transient part is simulated by 4 equidistant impulses with similarly
decaying amplitudes. Parts of the signal’s spectrogram were already shown on page
14. Finally, Gaussian white noise is added to obtain signal-to-noise ratios of about
15 and 3 dB.
For purpose of comparison, the SNR of the denoised signal is then plotted against
the number of positive coefficients. Of the variety of possible operators, Figure 5.7
presents the SNR curves of the best basic operators and their neighborhood smoothed
counterparts (of which again the best of each type were chosen for the figure) at two
different noise levels.
It is obvious that for the lower noise level Lasso and WGL (with neighborhoods
in frequency) perform best, where the WGL still outperforms the Lasso. Also, WGL
with neighborhoods in time outperforms Lasso for the higher noise level. Yielding
high SNR over a broad range of sparsity values, WGL thus seems to be a good
choice for the de-noising task. Compared to WGL, the other operators GL, PGL,
EL and PEL perform quite badly for the lower noise level. While PGL is constantly
worse than GL, PEL seems to have some advantages over EL for higher sparsity
levels. However, GL is surprisingly the second best operator for de-noising the toy
example at the high noise level. Experiments with longer and more complex audio
excerpts do not replicate this result, which is not surprising, since the structure of
GL naturally promotes simple signal structures (which can be advantageous in some
cases, e.g. in multi-layer decomposition). Conclusively, the neighborhood smoothing
seems to pay off in the de-noising task with Gaussian white noise, where the persistent
operators WGL and PEL outperform their respective counterparts Lasso and EL.
An exception is made by PGL, which performs in our experiments constantly worse
than GL. Especially WGL performs well for both noise levels.
Based on these observations, we focus on the Lasso, the Windowed Group Lasso
and variations of these two basic operators in the following paragraphs which study
their denoising properties in depths.
Selection of Neighborhoods
We now address the issue of optimal neighborhood support and weights. Departing
from the intuition that this task depends on local signal characteristics, the following
gives some numerical illustrations of this basic intuition concerning the four aspects
of orientation, extension, symmetry and decay.
To evaluate the operators with respect to varying signal characteristics we use
a set of three mutually contrasting signals. The first contains a rather sustained
excerpt of a string quartet, the second a latin-style piano pattern and the third a
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Figure 5.7: Overview of de-noising behavior of (modified) shrinkage operators. Performance measured in SNR against the number of positive coefficients at two different noise
levels (3dB and 15dB). The letter after the operators abbreviation specifies whether the chosen group label corresponds to time (t) or frequency (f). The additional size vector specifies
the size and orientation of the neighborhood with rectangular weighting.
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Horizontal
Vertical
Rectangular

Strings
20.2
18.1
19.1

Piano
19.3
17.3
18.5

Percussion
20.8
21.3
21.5

Table 5.1: Comparison of the neighborhood’s orientation w.r.t. to signal characteristics.
The maximal SNRs of WGL with vertical σ = (4, 0, 4, 0), horizontal σ = (0, 4, 0, 4) and
rectangular σ = (1, 1, 1, 1) neighborhoods are averaged over noise levels of 0, 10, and 20 dB
SNR.

percussive conga groove, each of 2300 ms length. The samples do not contain reverb
or audible room influences and are taken from a sample library of a commercially
available audio-software. Gaussian white noise is added to obtain “base” noise levels
of 0, 10 and 20 dB SNR for each signal. The quantitative results presented in the
following are always averaged over these three noise levels.
It is quite intuitive that the denoising performance should be optimal if the
orientation of the neighborhoods in time and frequency fits to the dominating persistence properties of the signal. For instance, the strings-signal contains temporally
persistent and spectrally sparse orientation, hence a horizontally oriented neighborhood as σ = (0, 4, 0, 4) seem to be suited. The contrary of course should hold for
the percussion-signal where vertically oriented neighborhoods should perform best.
Table 5.1 presents numerical evaluations concerning three different neighborhoodorientations and the three musical test signals. It shows the respective maximal
SNR (over the range of relevant sparsity levels) averaged over all three different
noise levels. While the vertically oriented neighborhood performs best for the sustained string signal, the vertical neighborhood works better for the percussive signal.
Contrary to a first intuition, the rectangular neighborhood σ = (1, 1, 1, 1) performs
best for the percussive signal, while being sub-optimal for the piano signal which
should have both, persistence in time and frequency.
Secondly, we disregard orientation and only focus on the extension of the neighborhoods for horizontally oriented ones. Again, depending on signal characteristics
there are optimal neighborhood lengths. Table 5.2 shows the corresponding numerical results. The longest neighborhood with σ = (0, 12, 0, 12) works best for the
strings excerpt which features the most temporally persistent structures. Similarly,
medium σ = (0, 8, 0, 8) and short σ = (0, 4, 0, 4) extensions optimize the SNR measure for piano and percussion phrases.
The symmetry of the energy distribution of most audio signals varies with the
instruments being played and their respective modes of excitation. Hence, nonsymmetric neighborhoods might be beneficial, especially for avoiding perceptual artifacts as pre-echos in the estimation of a tonal signal layer. Table 5.3 shows the signaldependent denoising results of the WGL operator using symmetric σ = (4, 0, 4, 0),
1/3-centered σ = (0, 2, 0, 6) and asymmetric σ = (0, 0, 0, 8) neighborhoods. The SNR
differences are very subtle but nonetheless point in an interesting direction. While
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Medium
Long
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Strings
20.2
20.5
20.6

Piano
19.3
19.5
19.4

Percussion
20.8
20.4
20.5

Table 5.2: Comparison of the neighborhood’s extension w.r.t. to signal characteristics.
The maximal SNRs of WGL with short σ = (0, 4, 0, 4), medium σ = (0, 8, 0, 8) and long
σ = (0, 12, 0, 12) neighborhoods are averaged over noise levels of 0, 10, and 20 dB SNR.

Symmetric
1/3-Centered
Asymmetric

Strings
20.2
20.1
19.9

Piano
19.3
19.3
19.0

Percussion
20.8
20.9
20.4

Table 5.3: Comparison of different neighborhood-symmetries w.r.t. to signal characteristics. The maximal SNRs of WGL with symmetric σ = (4, 0, 4, 0), 1/3-centered σ = (0, 2, 0, 6)
and asymmetric σ = (0, 0, 0, 8) neighborhoods are averaged over noise levels of 0, 10, and
20 dB SNR.

the asymmetric neighborhood is suboptimal for all three signals, the symmetric one
is best for the strings (which play rather sustained notes of continuous excitation)
and the 1/3-centered neighborhood performs best for the percussive signal (with fast
decay after all excitations).
A last remark concerns the decay of the neighborhood weights. It seems intuitive
that rectangular weighting is sub-obtimal, since it does not account for continuously
varying interdependence of two points in the time-frequency plane (meaning the
further away, the less important). However, it is hard to evaluate this aspect, since
for instance switching from rectangular to linear weighting (as implemented in the
toolbox) will have similar impact as just changing the neighborhood’s length. In
the numerical experiments directed so far, weights of linear decay have not improved
performance significantly.
In conclusion, this numerical case study confirms the intuition that neighborhood
selection should ideally be adapted to the signal. While the performance differences
for the parameter of symmetry as measured in SNR seems of minor relevance (which
does not imply that the same holds in terms of perception), adjusting the overall
shape of the neighborhood seems to have the greatest impact.
Comparison with Other Algorithms
In 2008, Yu, Mallat and Bacry proposed a non-diagonal denoising procedure based
on time-frequency block thresholding [Yu et al., 2008]. By minimizing the corresponding Stein estimation of the risk, the algorithm automatically adapts blocks of
time-frequency coefficients on which James-Stein-shrinkage is applied. The authors
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Figure 5.8: Comparison of the maximal SNR (w.r.t. clean signal), averaged over noise levels 0, 10, 20 dB for 6 different signals. The evaluated operators are the Lasso (L), the JamesStein-shrinkage (JS), the block thresholding algorithm (BT), WGL with σ = (0, 2, 0, 6),
WGL with σ = (2, 0, 2, 1), and the James-Stein-WGL (WGL-JS) with σ = (0, 2, 0, 6) and
σ = (2, 0, 2, 1).

show that the method outperforms other state of the art algorithms in terms of signal
difference measured in SNR and perceptual evaluation with respect to a representative group of subjects. We employ this algorithm with the same Gabor-transform
settings as above and use it as a reference to the state of the art.
Using the generalized thresholding framework, we further evaluate the simple but
ubiquitously used Lasso estimate with threshold function ξ = ξ L and its non-iterated
quadratic counterpart ξ = (ξ L )2 corresponding to the James-Stein-shrinkage operator. In terms of neighborhoods of the WGL, we choose non-symmetric ones to avoid
pre-echos and evaluate the 1/3-centered horizontal support σ = σh = (0, 2, 0, 6), as
well as the rather vertically oriented σ = σr = (2, 0, 2, 1). For both neighborhoods
rectangular weighting is used. To further enhance SNR-performance, we also consider their respective non-iterated squared (James-Stein) counterparts. The pool of
test signals was complemented by a male and a female voice (2300ms length) and
a 6 seconds Jazz-quintett sample containing drums, double-bass, piano, saxophone
and trumpet. All test signals were corrupted with Gaussian white noise at levels of
0, 10 and 20 dB.
Figure 5.8 shows the maximal (over all sparsity levels) SNR-performance of the 7
different operators, averaged over the three noise levels. Obviously, the plain Lasso
is constantly worst. WGL-0206 and WGL-2021 improve the estimation, where depending on the signal type one is better than the other. For rather percussive signals
as the conga-percussion part and the speech signals, the vertically oriented WGL is
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better, for the rather tonal signals, the horizontally oriented WGL improves performance of at least 1 dB. Most interestingly, Yu, Mallat, and Bacry’s block thresholding algorithm works best for the percussive signals, i.e. the conga and speech
signals, while the non-iterated James-Stein-WGL outperforms block thresholding for
predominantly tonal signals.
Finally note that the non-iterated WGL(-JS) is much more computationally efficient than block thresholding, where for each signal the (rather sophisticated) optimal
choice of partitions must be calculated.
Perceptual Aspects
The signal to noise ratio measures global energy difference, which generally does not
coincide with perceptual distance.14 Therefore, this part briefly addresses the perceptual qualities of the proposed algorithms. As it was out of scope of this work to
conduct representative listening tests, we confine ourself to a brief subjective description of the algorithms qualities15 and a quantitative evaluation using a standardized
audio-quality measure.
Although in terms of SNR very distinct, the difference between the WGL and
WGL-JS operators was inaudible for the authors (under the usage of appropriate
audio equipment). Hence, the latter seems preferable for the denoising-task as it
produces higher SNR without iteration. In terms of neighborhood shape, the vertically oriented WGL(-JS) with σ = (2, 0, 2, 1) tends to produce “underwater-feeling”like residuals at high noise levels because of its short time-persistence. As could
be expected, it further tends to emphasize vertical time-frequency components, as
e.g. the snare clicks in the jazz-quintet sample, and reduces some temporal smearing which becomes audible in the horizontal WGL and block thresholding as subtle
“ghost-like” artifacts, in particular in speech. All three alternatives successfully avoid
musical noise as well as pre-echo, WGL due to non-symmetric neighborhoods and
block thresholding due to signal dependent block-adaptation.
A point supporting block thresholding is that its low-pass filter impact is not
as strong as for the WGL-versions we tested, although the difference is of minor
magnitude. A more serious artifact is that block-thresholding tends to produce a
subtle but annoying background-texture of clicks. This phenomenon is audible at
higher noise levels when sparser approximations are required (i.e. higher thresholds)
such that no high frequency components can mask this texture. The artifact is
probably due to the disjoint partition of the time-frequency plane into blocks and
the corresponding rapid amplitude modulations in the time-frequency plane. The
overlapping neighborhood systems of the WGL avoid this artifact.
In order to collect some quantitative data on the audio quality, we measured the
distance of the estimation and the clean signal by means of ITU-R recommendation
14
The SNR favors non-sparse solutions containing noise residuals of low energy (which are clearly
audible, though) such that the high energy signal components, emphasized by the underlying `2 norm, are not shrunk too much.
15
A selection of these test signals and the denoised results can be found at the above mentioned
webpage.
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Figure 5.9: Comparison of the maximal PEAQ-scores of denoised and clean signal, averaged over noise levels 0, 10, 20 dB for 6 different signals. The operators are WGL with
σ = (0, 2, 0, 6), James-Stein-WGL (WGL-JS) with σ = (0, 2, 0, 6) and σ = (2, 0, 2, 1) and
block thresholding (BT).

BS. 1387 perceptual evaluation of audio quality (PEAQ) ITU [1998], as implemented
in Kabal [2003]. The PEAQ measure attempts to model perceived audio quality
differences by combining a number of psycho-acoustic features, based on a filter
bank ear model. A so called objective difference grade is computed via a neural
network featuring a quality scale from -4 (very annoying) to 0 (imperceptible).
Figure 5.9 shows the resulting PEAQ-evaluation, presented in the same form
as the previous SNR evaluations. Again, the maximal PEAQ-values over all (this
time preselected) sparsity values are respectively averaged over the three different
noise levels per signal. The results clearly favor the WGL-approach, in particular
the vertical WGL-JS. Only for the female voice and the jazz-quintet sample, the
advantage over the block thresholding algorithm becomes smaller.
The PEAQ-standard may not be accepted uncritically, cp. Kabal [2003]. The
assessment that the vertically oriented WGL-JS averagely “sounds best” for all different test signals is not at all confirmed by the authors’ subjective judgements, for
instance. Nonetheless, the main direction of perceptually favoring the neighborhoodsmoothed WGL over block-thresholding seems plausible, mainly because of the severe
click-artifacts of the latter mentioned above.

5.4

Application: Multi-layer Decomposition

Having set up the theoretical bases of multi-layer decomposition in Section 5.4, we
can now apply this framework in conjunction with persistent soft-thresholding. Mul-
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Operator

Lasso

WGL+

GL-f

PGL-f∗

EL-t

PEL-t+

max. SNR

28.7
0.4

31.2
1.1

30.5
3.3

30.7
17.0

26.2
2.8

30.6
4.1

%Coeffs

Table 5.4: Comparison of the performance of different operators in tonal estimation: maximum SNR values of estimation and “true” layer and corresponding number of retained
coefficients in percent. ∗ refers to neighborhoods (4, 0, 4, 0) while + to (0, 4, 0, 4).
Operator

Lasso

WGL∗

GL-t

PGL-t+

EL-f

PEL-f∗

max. SNR

10.4
1.0

13.2
2.9

14.4
2.2

9.5
38.9

10.4
1.4

13.3
3.7

%Coeffs

Table 5.5: Transient estimation: maximum SNR values of estimation and “true” layer and
corresponding number of retained coefficients in percent. As above: ∗ means (4, 0, 4, 0) and
+
means (0, 4, 0, 4).

tilayer decomposition into transient and tonal signal components is an important
audio processing step which often stands at the beginning of audio effects like timestretching or pitch shifting and compression, see e.g. Plumbey et al. [2010].
To get a first impression of the suitability of the different operators, we continue
processing the synthetic signal used similarly for the selection of the shrinkage operators at the beginning of the last denoising section. The aim is to to extract the
signal’s tonal and transient parts (at noise level 15dB SNR). For estimating the tonal
layer, we use a tight Gabor frame with Hann window, window-length 4096 and hop
size 1024. In a second step the transients are estimated starting from the transient
layer + noise (which corresponds to the perhaps unrealistic but complexity reducing
assumption of perfect tonal estimation) using short windows (256 samples, hop size
64).
Table 5.4 and 5.5 present the performance of a sample of operators, again of
each type a “basic” and neighborhood-smoothed one. The tables show the maximum
SNR value of the estimation measured w.r.t. the “true” respective layer and the
corresponding percentage of retained coefficients.
Concerning the tonal estimation displayed in Table 5.4, WGL with neighborhoods
expanding in time perform best for the extraction of the tonal part in terms of SNR,
while only retaining relatively few, that is 1% of the coefficients. GL, PGL and PEL
exhibit comparable SNR, but only while retaining far more coefficients. As in the
situation of de-noising above, the neighborhood-smoothing seems to pay off for the
Lasso and the Elitist-Lasso, but not for Group-Lasso.
As Table 5.5 shows clearly, GL with time as group-index performs best in terms
of SNR for the estimation of the transient layer. This result is not very surprising
since the example’s transient layer is of a very simple structure, therewith supporting the performance of GL. However, GL-t might also for more complex signals be
a good choice for transient extraction, since it yields broadband transients without
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Figure 5.10: Different neighborhoods are used for estimating a transient layer. The figure
shows the corresponding neighborhoods of the persistent Group Lasso and the estimated
layer. Neighborhoods from left to right: σ = (0, 0, 0, 0), σ = (0, 3, 0, 3), σ = (0, 0, 0, 3).
Clearly, the non-symmetric neighborhood yields the most desired transient layer which is
not as irregular as the none-persistent one but does not yield pre-echos like the second.

extracting many horizontal (tonal) signal parts.
Having evaluated the performance of different operators for multi-layer decomposition, we can apply these results to “real-world” signals. We used a 5 seconds
excerpt of a Jazz-record containing piano, double-bass and drums. In the decomposition, the drums (and some percussive elements of the bass) are well separated
from the harmonics of piano and bass. Using GL as transient estimator works quite
well in this example as it captures all of the relatively soft 16th notes patterns from
the drums and these are then preserved in broad band. There is, however, a trade
of in the choice of the sparsity level. Increasing the sparsity in the tonal estimation
improves the separation of both layers but also leads to an increased damping of
higher, low-energy partials of the tonal part. A sound and visual example of the
results can be found at the StrucAudio webpage.
Let us conclude these applied paragraphs with a comment on the shape of the
neighborhoods. It was already shown in the previous denoising application that
non-symmetric neighborhoods can be beneficial. Here we would like to mention
the scenario of transient estimation where PGL (an operator that does not seem
to be overtly useful at first glance, as well as in the SNR measurements above)
together with non-symmetric transients can be very fertile. Consider Figure 5.4,
where the iterated PGL-shrinkage results with three different neighborhood-shapes
are compared, each solely extending in time.
It is obvious that the shapes yield different (sparse) perspectives on the transients.
Whereas the symmetric neighborhoods naturally captures parts before and after the
attacks (or rather time-points of maximum energy), the asymmetric ones rather
retains components after the attack portion. The orientation of the neighborhood
therefore systematically promotes the preservation of different temporal segments of
the signal. Non-symmetric neighborhoods yield in this task clearly the most desirable
results for transient estimation, avoiding audible pre-echo artifacts and at the same
time generating a regulated, smooth estimate.
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6
6.1

Conclusion
Summary of the Main Results

This thesis considered the emerging field of structured sparsity from the stance of
computational harmonic analysis. Formal concepts were inspired by and confronted
with applications in time frequency analysis, in particular audio processing. Structured sparsity was studied in the form of a mixed-norm generalization to the common
`1 -penalized inverse problem, as well as a persistent extension to the corresponding
soft-thresholding operators.
The first part of this work briefly reviewed the mathematical foundations of timefrequency analysis with a special focus on (tight) Gabor-frames in continuous and
discrete time.
In the following section the usual model of sparse coefficients as solutions of a
minimization problem was introduced, where the Lagrangian object functional consisted of the sum of the discrepancy and a mixed-norm regularization term. Along
the lines of existing work, it was shown that in the case of an orthonormal basis expansion, there exists an analytical solution to the minimization problem. By relying
on Opial’s Theorem, it was proven that a soft-thresholded Landweber-type iteration
converges strongly to the minimizer for general frames and `1 -regularization and
this was consecutively generalized to the mixed-norm and multi-layered setting. All
proofs were discussed in detail and adjusted to the setting of complex vector spaces
that the viewpoint of Gabor-analysis required.
The fourth section considered the convergence of the object functional and reviewed an accelerated method. It was further inferred that the FBI-property of
linear operators is equivalent to the HRT-conjecture for Gabor frames, which ensures uniqueness and linear convergence of ISTA in the case of using Gabor frames
generated by a constantly spaced lattice.
In a last step the heuristic approach of persistent thresholding was reviewed and
equipped with a formal definition of neighborhoods. It allowed to formally characterize the novel operators to a certain extend, in particular with respect to the
non-iterated soft-thresholding step. This was followed by numerical illustrations
concerning the convergence properties of the WGL-operator. This latter operator
appeared to be most versatile, especially for the denoising task. Connections between the well-known James-Stein shrinkage operator and the Lasso were drawn
which yielded a neighborhood-persistent James-Stein shrinkage operator. It was
shown that the novel approaches improve the state of the art in audio denoising,
partially in terms of empirical SNR, but especially in terms of computational efficiency and perception. Furthermore, improved performance and versatility of the
generalized shrinkage operators was illustrated for multi-layer decomposition and
transient estimation.
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6.2

CONCLUSION

Perspectives

This thesis leaves many open questions for future research. A main theoretical point
that requires further work is the formulation of persistent thresholding in the framework of a minimization problem and the proof of convergence of the corresponding
IST-algorithm. This point is currently under study in cooperation with other authors.
As mentioned, the convergence properties of the FISTA sequence are poorly
understood so far, despite the algorithm’s success in practice. Perhaps, a restriction
to Gabor frames with the implication of a unique solution would be a beneficial
starting point for further study. Also, its numerical convergence properties with
respect to the real minimizer should be more thoroughly evaluated, in particular
with regards to persistent thresholding.
On the other hand, the non-iterated thresholding step requires further research,
also. Investigating the general properties of the introduced signal-domain shrinkage
operator S would be an interesting next step. Here, an additional stochastic viewpoint might be fertile, as it should be better able to explain the different denoising
performances we observed for the special cases of Lasso, WGL, and James-SteinWGL.
Concerning the applied side of this work, a next step will generalize the parameterization of the neighborhoods of the MATLAB toolbox. If the groups are constant
over all indices, the neighborhood smoothing functional can be considered as convolution operation. This will significantly reduce computational cost while generalizing
the possible neighborhood weights and shapes.
Furthermore, the developed tools of structured sparsity could most probably be
applied to other domains of signal processing, too. In image processing for instance,
where signals are often considered as conjunctions of textures and edges, persistence
properties could be found both in textures and edges if they are represented in
appropriate dictionaries.
This latter question of finding a well adapted dictionary is of highest relevance for
audio processing, also. For most of the formal work elaborated here, the plain concept
of frames was completely sufficient. In applications, however, the performance of
these sparsity methods will largely depend on the properties of the frame under
usage. In this thesis we relied on Gabor frames, which have proven to be quite well
adapted to audio signals. This constraint could be easily extended by considering
different dictionaries as for instance modified discrete cosine and wavelet bases or
multi-layered versions of these. The basis case would even simplify matters in some
way since the iteration process would then become obsolete. Nonetheless, the forms
of the neighborhoods had to be adapted to the respective traces and structures that
the projection of persistent signal components on these dictionaries would induce.
Here, Gabor-frames remain to be most easily interpreted.
Interweaving non-stationary Gabor frames [Balazs et al., 2011], an extension of
Gabor frames with varying resolution in time and frequency, with methods of structured sparsity seems to be an interesting but challenging issue. As they do not
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exhibit a regular time-frequency sampling grid any more, novel strategies of gathering coefficients to groups and neighborhoods would need to be developed.
Let us bear in mind that the applications explored in this thesis are just two
of many - a fact which once more reflects the vitality of the structured sparsity
approach. Generalized shrinkage could equally well be applied to areas as audio
source separation, compression and compressive sensing, to name a few other toys
of the emerging playground of sparse representations.
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A

FUNDAMENTALS OF FOURIER-ANALYSIS

Fundamentals of Fourier-Analysis

For a function f ∈ L1 (R) the Fourier transform is defined as
Z
f (t)e−2πiωt dt
Ff (ω) :=
R

and for a sequence f ∈ CL , it is defined by
Ff [n] :=

L−1
X

f [l]e−2πiln/L .

l=0

The inverse Fourier transform for f˜ ∈ L1 (R) is written as
Z
F −1 f˜(t) =
f˜(ω)e2πiωt dω
R

or in the discrete case f˜ ∈ CL as
F −1 f˜[l] =

L−1
1 X ˜
f [n]e2πiln/L .
L
n=0

The Fourier inversion theorem states that
f = F −1 Ff

a.e. ∀f ∈ L1 (R) with Ff ∈ L1 (R)

and similarly
f = F −1 Ff

∀f ∈ CL .

The convolution of functions f, g ∈ L1 (R) is defined by
Z
f ∗ g(t) =
f (x)g(x − t)dx
R

and in the discrete case for f, g ∈ CL by considering f, g living on the circular group
Z/LZ, i.e. considering its L-periodized version and setting
f ∗ g[n] =

L−1
X

f [l]g[n − l].

l=0

The convolution satisfies
kf ∗ gkp ≤ kf k1 kgkp
and turns into point-wise multiplication under the Fourier transform:
F(f ∗ g) = (Ff ) · (Fg).
Parseval’s Formula states that for any f, g ∈ L2 (R) it is
hf, gi = hFf, Fgi,
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i.e. in particular
kf k2 = kFf k2 .
For f, g ∈ CL , Parseval’s Formula takes the form
hf, gi =

1
hFf, Fgi.
L

The fast fourier transform (FFT) is an efficient algorithm which enables to compute the discrete Fourier transform for a signal in CL with L log(L) computations.
It is based on a devide-and-conquer method and is a standard algorithm in most
scientific software packages.

B

The MATLAB Implementation

The structured iterative thresholding algorithms presented in this thesis were implemented in MATLAB and the corresponding StrucAudioToolbox can be downloaded
under http://homepage.univie.ac.at/monika.doerfler/StrucAudio.html.
The toolbox makes use of time-frequency transforms implemented in ltfat (linear time-frequency analysis toolbox ) by Sondergard [2007]. It can be downloaded
under http://ltfat.sourceforge.net and is a fast and well-documented MATLAB
toolbox covering a wide range of time-frequency-analysis topics. Furthermore, also
non-stationary Gabor transforms and WMDCT (windowed modulated discrete cosine transforms), which were not treated in this thesis, can be used as time-frequency
transform in the shrinkage routines.
For a complete documentation of the toolbox, see the corresponding help files.
Here, we only explain the basic architecture of the routines. The routine gen_ista.m
is, so to say, the user interface of the toolbox. It takes 4 arguments: the signal, and
the iteration specifications, transform settings, and shrinkage parameters. The latter
three must be in the form of MATLAB-structures and can be set up via the routine
gen_ista_defaults.m and modified consecutively. An example of this procedure
is given in Figure B.1 where at first the default ISTA-settings are specified, then a
sound-file is read and finally the generalized ISTA is applied.
gen_ista.m makes use of several sub-routines, as depicted in Figure B.2. After having set up possibly missing fields of the parameter structures, it passes the
structures iter, trans, and shrink on to the ISTA and FISTA iteration routines.
Here the iterative soft thresholding is performed according to the specified parameters. These routines employ the transform operations trafo.m and itrafo.m. This
is where ltfat comes into play. It enables to implement the Gabor-transform (and
the WMDCT) very efficiently using compiled C-code. Further, the ISTA and FISTA
routines of course need the generalized soft-thresholding routines gen_st.m, which
employs the functions corresponding to Lasso, GL, EL, and their respective persistent counterparts.
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THE MATLAB IMPLEMENTATION

Figure B.1: Example of applying the generalized shrinkage implementation. At first the
iteration, transform and shrinkage parameters are specified and the respective parameters
are displayed. Then a sound file is read and the generalized iterated soft-thresholding is
applied.
>> [iter, trans, shrink] = gen_ista_defaults(’s’)
% sets up the default structure variables for gen_ista.m
% the basic transform settings must me specified: e.g. stationary Gabor (’s’)
% OUTPUT:
iter = % iteration parameters
type:
maxit:
tol:
gamma:
disp:

’fast’ % type of iteration: FISTA (’fast’) or ISTA (’reg’)
20 % maximal number of iterations
1.0000e-03 % stopping criterion: tolerance w.r.t. relative error
1 % Landweber descend parameter
0 % disp. current step and rel. error: on (1), off (0)

trans = % time-frequency transform setting
type:
g:
dg:
shift:
M:

’s’% transform: e.g. stationary (’s’)
[1024x1 double] % window function
[1024x1 double] % dual window function
256 % hop size
1024 % number of frequency channels

shrink = % shrinkage parameters
type:
lambda:
glabel:
size:
form:

’wgl’% type of operator: e.g. WGL (’wgl’)
0.0100 % sparsity level
’time’% corresponding label of the groups: (’time’) or (’freq’)
[0 4 0 4] % neighborhood-size vector
’rect’% neighb.-weights form: rectangular (’rect’), linear (’tent’)

>> sig = wavread(’Piano.wav’); % read a mono soundfile
>> [sig_rec, Gs, e] = gen_ista(sig, iter, trans, shrink);
% the GENERALIZED ITERATIVE SOFT THRESHDOLDING routine
%
%
%
%

OUTPUT:
sig_rec: the reconstructed signal
Gs: the matrix of shrunk time-frequency coefficients
e: the relative error after each step
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Figure B.2: Basic architecture of the StrucAudioToolbox. The inner oval boxes feature the
sub-routines of gen_ista.m, which correspond to the parameter structures w.r.t. iteration,
transform and shrinkage that it needs as input variables additionally to the input signal.
These can be easily generated by gen_ista_defaults.m
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Thesen / deutschsprachige Zusammenfassung
Diese Arbeit untersucht das Problem der strukturierten, sparsamen Repräsentation
von Signalen mit Hinblick auf Zeit-Frequenz-Transformationen. Dies wird durch
gemischte, gewichtete `w,p,q -Normen auf dem Koeffizienten-Raum formalisiert und
durch persistentes Soft-Thresholding erweitert.
Die Grundlagen der Zeit-Frequenz-Analyse werden betrachtet mit einem Schwerpunkt auf dem Konzept der Frames und insbesodere Gabor-Frames.
Das Problem der sparsamen Darstellung von Signalen wird in Form eines Minimierungsproblems betrachtet, in dem im Unterschied zu der herkömmlichen `1 - Regularisierung eine gemischte, gewichtete Norm `w,p,q benutzt wird. Anhand der Literatur wird ein Konvergenz-Beweis der korrespondierenden ISTA-Folge diskutiert und
vervollständigt. Dieser benutzt Opials Satz und verallgemeinert das entsprechende
Resultat im `1 -Fall.
Die Konvergenzgeschwindigkeit der ISTA-Folge wird betrachtet, sowohl in Norm
als auch im Bild der Minimierungsfunktion. Im Falle von Gabor-frames erzeugt
von einem äquidistanten Gitter, konvergiert die ISTA-Folge linear und das Minimierungsproblem besitzt eine eindeutige Lösung. Für die Konvergenz im Bild wird
eine entsprechende Betrachtung aus der Literatur adaptiert. Diese zeigt, dass ein
modifizierter Algorithmus, fast ISTA (FISTA), im Bild mit O(1/n2 ) anstatt wie
ISTA mit O(1/n) konvergiert.
Das heuristische Verfahren des persistenten Thresholding wird mit einer formalen
Definition von Nachbarschaften versehen. Diese erlaubt verschiedene Thresholding
Operatoren in einem einheitlichen formalen Rahmen zu betrachten. Außerdem ermöglicht sie eine flexiblere Anwendung der Operatoren in der Zeit-Frequenz-Analyse.
Die neuen Ansätze, wie z.B. die Nachbarschafts-persistente James-Stein- Shrinkage,
verbessern den Stand der Forschung im Entrauschen von Audio-Signalen, besonders
bzgl. Rechenzeit und perzeptueller Qualität. Außerdem ermöglicht die verallgemeinerte Perspektive flexiblere Anwendung in der Multi-Layer Decomposition von
Audio-Signalen.
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