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ABSTRACT

This paper considers the estimation of time-frequency coefficients
of audio signals from the viewpoint of spectro-temporal modula-
tion analysis. It is shown that estimators employing neighborhood-
smoothed shrinkage masks are closely related to modulation filters.
The usefulness of this perspective is first demonstrated by separat-
ing an artificial mixture of components with different orientation in
time-frequency. It is secondly shown that modulation filters can be
learned directly from audio and that their usage improves the state
of the art in noise-reduction by a small margin when measured by
signal to noise ratio.

Index Terms— Modulation analysis, structured sparsity, time-
frequency processing, source separation, noise reduction

1. INTRODUCTION

Most natural audio signals are highly structured. Signals such as
speech, bird song, environmental sounds, and (most types of) music
consist of sets of distinct components as transients and harmonics
with characteristic orientation in time and frequency. These struc-
tures often unfold rhythmically over time while featuring shapes
such as formants over frequency. Audio signals thus bear char-
acteristic spectro-temporal modulations, many of which are im-
portant perceptual cues in auditory source recognition and speech
perception [1]. A number of different approaches towards mod-
ulation analysis have been proposed, modeling human spectro-
temporal modulation processing via modulation filterbanks [2],
spectro-temporal receptive fields [3], or modulation power spec-
tra [4], among others. The last mentioned method seems to anal-
yse modulations in the coarsest manner by considering the two-
dimensional Fourier power-spectrum of a signal’s log-magnitude
spectrogram. Besides the resulting ease of interpretability, it turns
out that the representation in fact captures many perceptually salient
features of sounds. It was shown, for instance, that distinct ar-
eas in the modulation spectrum bear information crucial for speech
comprehensibility, while others are used to discriminate gender of
speakers [5] or instrument identity [6].

In (time-frequency) signal processing, on the other hand, the
quest for modeling and exploiting local signal-structure has re-
cently led to advances on topics summarized under the title of struc-
tured sparsity [7]. These approaches do not deal with modulations
explicitly, but usually consider dependencies such as smoothness
or grouping structures between coefficients obtained by expanding
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the signal with an appropriate time-frequency dictionary. Aiming
for a better mathematical model of such dependencies, the gen-
eral approach of solving an !1-regularized minimization problem,
also known as LASSO [8] or basis pursuit denoising [9] and for-
malized in [10], was generalized to mixed-norm-regularization in
[11]. Moreover, thresholding operators were equipped with heuris-
tic neighborhood-weighting in order to take into account the cor-
relation between adjacent coefficients in the time-frequency plane
[12, 13]. This approach has been shown to bear promising results
for a variety of audio restoration tasks such as transient/tonal de-
composition [14], estimating a signal from noise [15] and audio
inpainting [16]. However, no systematic approach to the question
of how to adapt the neighborhoods to properties of the signals under
study, i.e. how to best exploit structure, has yet been provided.

This document presents a first attempt in linking modulation
analysis and neighborhood-based estimation in the time-frequency
domain. It turns out that neighborhoods as discussed in [13] are nat-
urally related to modulation power spectra [4] and the neighborhood
smoothing step of persistent estimation [15] is equivalent with mod-
ulation low-pass filtering. That implies that instead of heuristically
adapting neighborhoods, we can learn modulation filters directly
from the signal classes under study. The remainder of this paper is
organized as follows. The main operators are introduced and moti-
vated in the following section linking modulation spectra and neigh-
borhood smoothing. Section 3 presents numerical evaluations: It is
first described how the proposed concepts can be applied for sep-
arating signal components with specific spectro-temporal shapes,
and secondly how modulation filters can be learned for audio de-
noising. Future challenges in the quest for structured estimation are
addressed in the conclusion.

2. STRUCTURED TIME-FREQUENCY ESTIMATION

2.1. Persistent Empirical Wiener Shrinkage

We consider the standard additive noise model

y(n) = f(n) + e(n), n = 1, . . . , N (1)

and wish to estimate f ! CN , the deterministic signal of interest.
Here, e ! CN denotes some residual, which can either constitute
a (possibly Gaussian white) noise term or a different deterministic
signal from which f shall be separated. We further assume f = !c
with sparse synthesis coefficients c = (c!)!"!, " being the time-
frequency index set. For notational convenience, we abbreviate
" = (k, l) for any doubly-labelled coefficient in the time-frequency
plane, k = 1, . . . , K, l = 1, . . . , L. In the following, all opera-
tions are conceived to be component-wise, if not otherwise noted.
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The time-frequency transform is denoted by ! : CN " CK#L. In
this article, we use a Gabor dictionary, but the framework works
with any general frame operator. Finally, we define y! := !y
as the (noisy) analysis coefficients. For estimating the signal via
f # f̂ = !!ŷ, where !! denotes the adjoint of ! (the synthesis
operator), we consider shrinkage operators of the form

ŷ = S"
#(y!) = y!

„
1$

»
#
%y!%$

–"«

+

(2)

where $ is the shrinkage exponent and (a)+ := max(a, 0). Here,
the threshold # adjusts the sparsity level of the solution and should
be chosen according to the noise level. It can also be empiri-
cally adapted towards an evaluation criterion, see [17]. The setting
% ·% $ = | · |, $ = 2 corresponds to the case of the empirical
Wiener estimate, closely related to power subtraction operators, cf.
[18]. It was shown in [17] that it is advantageous in terms of sig-
nal to noise ratio (SNR) compared to the regular LASSO estimate
(% · %$ = | · |, $ = 1). Moreover, it is faster to compute since it
does not require iterated soft thresholding in Landweber-type iter-
ations [10] when the dictionary ! is not orthonormal, i.e. a general
frame. Gabor-dictionaries (also known as short-time Fourier trans-
form, STFT) are one important example of non-orthonormal frames
heavily used in audio processing. While the plain LASSO can be
interpreted as the solution of a !1-regularized minimization prob-
lem, the empirical Wiener estimate corresponds to a minimization
of the !2-risk, using an unbiased estimation of the component-wise
SNR in the time-frequency plane [17].

The approaches mentioned so far shrink each coefficient inde-
pendently, i.e. disregard structure. After choosing a sequence of
non-negative time-frequency neighborhood weights w = w!,!! , the
persistent empirical Wiener estimate (PEW) [17] is defined by using
the generalized shrinkage formulation (2) with $ = 2 and z = y!

in conjunction with the neighborhood smoothing functional

%z%$ =
“
%z!%$

”

!
=

s X

!!"!

w!!! |z!! |2 (3)

In practice we use “sliding neighborhoods”, i.e. w!,!! = w0,!$!! ,
which yields computation of % · %$ via convolution:

%z!%2$ =
X

!!"!

w!,!! |z!! |2 =
X

!!"!

w!$!! |z!! |2 =
`
w&|z|2

´
!

(4)

Instead of estimating each time-frequency coefficient indepen-
dently, persistent shrinkage thus considers the energy of a whole
neighborhood of coefficients. It can thus be interpreted as a simple
way of decreasing the estimator’s variance in favor of an increased
bias, cf. [17].

2.2. From Neighborhood Weighting to Modulation Filtering

Given this framework of persistent estimation, the problem of how
to explicitly choose the neighborhood remains. However, the last
expression (4), formulating the neighborhood as convolution and
thus allowing to switch to its dual 2d-Fourier domain, might yield
a more constructive perspective on that question. Let F2 denote
the two-dimensional discrete Fourier transform on CK#L, and F$1

2

its inverse. Then (4) can of course be rephrased by setting W :=
F2(w) and

%z!%2$ =
h
F$1

2

“
W · F2(|z|2)

”i

!
(5)

The x-axis of the resulting modulation spectrum F2(|z|2) corre-
sponds to temporal modulation measured in Hz, the y-axis to spec-
tral modulation with unit time in seconds (by virtue of the inverse
Fourier transform). W is called modulation filter [5]. This means
the choice of the neighborhood w, now turns into a choice of desired
modulation frequencies to be captured by the filter W . The usage
of a rectangular neighborhood, for example, would correspond to
modulation filtering with a two-dimensional sync-function centered
at zero, a form of modulation low-pass filtering.

In the following numerical experiments, an additional log-
nonlinearity will be introduced for computing the modulation spec-
trum:

%z!%% :=
h
exp

“
F$1

2

h
W · F2

`
log(|z| + %)

´i”
$ %

i

!
(6)

The compression constant % > 0 regulates the range of the data
and is set to % = 1 here in order to map zero on itself and allow
for meaningful averaging of magnitude modulation spectra in the
following experiments. By including the log-nonlinearity, we fol-
low [5] who justify the logarithm by dynamic compression proper-
ties and its resemblance of cepstral analysis, potentially separating
the contributions of a signal’s source and filter into additive con-
tributions. In initial non-formal experiments, we also noticed that
the log-nonlinearity yielded easier adaptation of the sparsity level
#, compared to its linear counterpart. Consequently, the modula-
tion functional % · %% now replaces the neighborhood formulation
% ·% $ in the shrinkage operator (2). Instead of shrinking coefficients
in dependence of their neighborhood’s energy, they now undergo
shrinkage according to the strength of their filtered modulations.

3. NUMERICAL EXPERIMENTS

Two examples are considered in this section. First, a synthetic mix-
ture containing different shapes in time-frequency is separated. Sec-
ondly, modulation filters are learned from real-world audio signals
of three different classes on which the framework is then used for
audio denoising. All numerical simulations presented in the follow-
ing use signals at sampling rate 44.1 kHz. The operator ! is realized
as a canonical tight Gabor frame with window length of 1024 sam-
ples, and overlap of 4. Further examples including audio files can
be found on the webpage http://kaisiedenburg.net/research.

3.1. Separation of Signal Components

As an initial example of component separation, we consider the case
of a mixture consisting of a stationary sinusoidal component, a tran-
sient click, as well as a frequency modulated (FM) sinusoid with
carrier frequency equalling that of the stationary sinusoid. Figure 1
shows the magnitude spectrogram of the mixture (top-left) as well
as its modulation spectrum (top-right). Due to symmetry of pos-
itive and negative frequencies, we only display the upper positive
part. The modulation spectrum naturally transforms the signal’s sta-
tionary and transient parts into a vertical and horizontal component,
respectively. The FM component is not sparsely represented. In
fact, the energy in both off-axes quadrants correspond to its modula-
tion contributions. This special topology of modulation frequencies
makes it possible to separate the different components (overlapping
in the time-frequency domain) by modulation bandpass filtering. In
this first experiment, we simply use rectangular modulation filters
which capture desired and discard undesired modulation frequen-
cies. For the FM sinusoid the filter W discards all contributions
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Figure 1: Top: spectrogram of additive mixture of stationary, tran-
sient and FM components (left) and its log-modulation spectrum
(right). Bottom: spectrograms of estimated components based on
modulation filtering based shrinkage.

on the x- and y-axes, within a width of 2 bins. For the stationary
sinusoid, everything but a stripe of two bins covering the y-axis is
discarded. For the transient, the same procedure is employed with
regard to the x-axis. The resulting shrinkage weights %y!%% are
used in conjunction with the persistent empirical Wiener (2), i.e.
$ = 2. The threshold level # was tuned manually in order to dif-
ferentiate between desired and undesired signal components and all
three components are directly estimated from the additive mixture
(i.e. without making use of residuals).

Figure 1 (bottom) shows the estimation’s time-frequency
analysis-coefficients after re-synthesis with the underlying dictio-
nary. Obviously, all three components are well estimated without
leaving major contributions from the other parts. Interestingly, even
the FM signal was well separated from the stationary signal despite
their proximity and resemblance in motion at the beginning of the
signal. For the transient estimation, the traces of intersections with
the other two components are noticeable since its overall energy is
much lower. According to our previous experience, such ad-hoc
source separation of components with differing spectro-temporal
orientations would not have been easily achieved with neighbor-
hood weights w designed directly in the time-frequency domain.

3.2. Application to Audio Denoising

As a point of departure, we conduct a ten-fold cross validation on
a three class set containing 1-seconds excerpts from recordings of
bird song (the so-called Vanellus Chilensis), a male speaker and
a concert piano with music by J.S. Bach. We use additive Gaus-
sian white noise and evaluate performance by the signal to noise
ratio (SNR). Each set comprises 10 excerpts at two different av-
erage noise levels of 17.3 and 3.3 dB SNR. The modulation fil-
ters W are estimated non-parametrically by coefficient-wise aver-
aging of the magnitude modulation spectra of the training set, fol-
lowed by normalization to 1 and hard-thresholding at the respective
0.95-quantiles (of the full set of mean coefficients). The resulting
“brick-wall” modulation-filter is then smoothed with a symmetric
2-d Gaussian kernel of standard deviation & = 0.05 on the interval
[$1, 1]' [$1, 1].

Figure 2 depicts examples of corresponding spectrograms of the
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Figure 2: Spectrograms (left) and derived modulation filters (right)
based on nine signals per class comprised of bird signals (top), male
speech (middle) and piano sounds (bottom).

clean signals (left) and the estimated modulation filters for each sig-
nal class (right). It seems obvious that the different signal classes
exhibit different “footprints” in the modulation domain. While the
birds can be characterized by much modulation energy in the posi-
tive quadrant, corresponding to their downward sweeps, the speech
modulation spectrum exhibits two distinct peaks. The higher one
(on the y-axis) corresponds to the representation of the speakers
pitch, the lower to the voices formants. Finally, the piano filter
is the one most stretched in frequency, reflecting the fine spectral
structures that differentiates the piano sounds from the two other
classes.

On each test excerpt, 40 different sparsity levels were tested.
Performance was measured by averaging SNR1 (dB) for each sig-
nal class over its 10 excerpts and 2 noise levels, after selecting the
SNR-optimal threshold # of each exerpt. The results are presented
in Table 1. Each class of test signals is shown on the left, and the
modulation filters trained on these different classes in italics on top
(with the test signal obviously not being part of the respective train-
ing set). Further operators include a PEW with each coefficient’s
neighborhood extending two coefficients ahead and seven coeffi-
cients into the past, to foster temporal persistence while trying to
avoid pre-echos by “looking ahead” too far. The abbreviation BT
stands for the block thresholding algorithm by Yu, Mallat and Bacry
[19], a state of the art audio denoising technique.

Regarding these results, all PEW operators, whether modula-
tion or neighborhood-based, clearly outperform BT on the tested ex-

1Using SNR defined as 20 log10("f"2/"f # f̂"2) with f, f̂ being the
clean signal and its estimation, resp., this evaluation leaves aside serious
doubts concerning its meaningfulness as a measure of perceptual quality.
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Birds Speech Piano Neigh BT
Birds-Signals 17.4 17.1 17.0 17.0 16.7
Speech-Signals 20.7 20.9 20.8 20.7 18.7
Piano-Signals 21.5 22.0 22.1 22.1 19.0

Table 1: Mean performance of adapted modulation filters (on top,
adapted modulation-based filters in italics) tested on different sig-
nals (on the left) as measured in SNR (dB). “Neigh”: neighborhood
based shrinkage, “BT”: block-thresholding algorithm [19].

cerpts. Moreover, the idea of adaptation works in principle, i.e. each
adapted operator achieves maximal score on the class that it had
been adapted for. Differences between adapted and non-adapted
cases are very small, it seems that neighborhood-based PEW is al-
most as good as the adapted operators. However, it is to be noted
that its neighborhood has already been adapted through plenty of
“hands-on” experience. The modulation based approach, on the
contrary, immediately yields optimal performance on the adapted
signal class. Finally, it seems likely that more refined parametric
models of modulation filters might adapt more robustly to the task.

4. CONCLUSION

In this paper, we considered a modulation filtering based approach
for the problem of constructing shrinkage masks in structured, i.e.
non-component-wise, time-frequency estimation. It was demon-
strated that the approach yields promising initial results in signal
component separation and signal recovery from noise. Moreover,
the current paper replicates recent accounts of persistent shrinkage
algorithms in that it yields competitive SNR compared to state of the
art noise reduction techniques. This generally underlines the ben-
efits of such techniques, allowing for flexible modeling of signal-
structure.

Future research should include the study of theoretical proper-
ties of modulation spectra based on Gabor frames, their properties
under perturbation by noise, as well as a further exploration of ho-
momorphic re-mapping strategies of the time-frequency plane in
the sense of [20]. By explicitly using insights on the relation be-
tween modulation frequencies and cues for speech perception [5],
the proposed framework could moreover be optimized with respect
to criteria such as speech comprehensibility.
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